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Abstract.  We model a process algebra as an extended version of separation logic, with more than one kind of separating conjunction.  Each process is modelled as a set of traces.  Each trace is a subset of the nodes of a labelled directed graph (event structure).  Each node represents an atomic event (input, output, or declaration) that occurred during the execution of a process.  Each arrow is directed, and represents flow of control or data that occurred between its source and target events.   The operators in the signature of a process algebra are defined in terms of operations on their individual traces; in all cases they require that these traces must be disjoint.  
We give a complete treatment of the asynchronous pi-calculus.  Its structural equivalences  are proved from their definitions to be identities.  Additional examples are taken from other variants of the pi-calculus, and from other process algebras.  Many kinds of communication channel are defined: synchronised, buffered, re-ordering, lossy, stuttering.  We also model data flow in memory shared between concurrent processes; again there are many variants, with weaker or stronger consistency guarantees.  We hope that our separation semantics may help in comparing and evaluating this range of options, and in reasoning about systems which include any or all of them together. No knowledge of separation logic or the pi –calculus is required from the reader.
Introduction.

Imagine an idealised program testing environment.  For each run of a given source program, a trace is kept of all atomic events that occurred in its execution.  Furthermore, a record is kept of all control and data dependencies between these events.  They are represented as directed arrows in a labelled directed graph.  Events of the trace are drawn as nodes in the graph [Figure 1]. The label on a data flow arrow includes the value transmitted, which we will display below the arrow, or to the right.  It also includes the name of the communication medium (channel or memory location) that mediated the data flow; this is displayed above the arrow or to the left.  For purely local flow, the name is omitted.  For control flow, the value is also omitted.  None of our theory depends on placing restrictions on the choice of labelling functions.  The whole theory remains valid when further functions are introduced, for example giving the start and end times of events or data flows.
We do not postulate that the dependency graph be acyclic.  For example, on a synchronised communication channel there is mutual dependency between input and output.  In a distributed system, the events of an n-party transaction (rendezvous) may be cyclically linked. 
More formally, a directed graph consists of four components:  a set of nodes, a set of directed arrows, and two partial functions which map arrows onto their source and target nodes.  In a labelled directed graph the nodes and the arrows are labelled by means of a collection of partial functions which map them to their labels of various kinds,  for example, names and values.  We do not place any restriction on introducing new labels later.  

The existence of an arrow from  e  to  f  will be asserted by  e ( f  .  The set of incoming arrows of  e  which have the channel name  x  will be denoted by  x>e ; similarly, the set of x-named outgoing arrows will be  e>x .  The values of these arrows will be denoted by enclosing the term in square brackets [x>e] or [e>x].   Thus [x>e] denotes a single value or none at all.  It is undefined if  x>e  is empty, or if it contains two or more arrows with different values.  Use of this notation will imply that the value is properly defined. We will see that uniqueness of value is characteristic of data flows that are mediated by computer memory.
We will lift these notations to sets of events in a natural way.  The assertion  tp ( tq states the existence of an arrow from some event in  tp  to some event in  tq .  The stronger assertion  tp ( tq asserts the existence of a control arrow between each event of  tp  and each event of  tq . The assertion  tp <-|- tq  denies the existence of any arrow from any event in tq to any event in tp .  The  term  x>tp  denotes the set of all incoming arrows of  tp  that are labelled  the channel name x , and similarly for tp>x , [tp>x] and [x<tp].
Our semantics will be given as a function  traces(P) ,  which maps any command of the calculus to the set of all possible traces of its complete and successful execution.  It includes traces that might occur in any possible context or environment of execution.     A trace of a compound command obviously contains all events of a trace of each of its subcommands.  The trace of a subcommand is  i connected by arrows to other events in the trace of the whole command.   The connecting arrows are classified as either incoming arrows if it is their source that is not in the subtrace; or they are outgoing arrows if their target is not in the sub-trace.  The remaining arrows between events in the subtrace are internal to the subtrace.  An event is called internal to a subtrace if all its arrows are internal.  Two traces of a calculus are defined as structurally equivalent  (tp = tq) if they are congruent as graphs, after the labels have been removed  internal arrows, and after events with no outgoing arrows have been removed [MAYBE MORE CONDITIONS NEEDED]. The definition of equivalence lifts to sets of traces, if every trace of one side is also a trace of the other.

Our model of pi-calculus programs as a set of traces is isomorphic to an event structure semantics given in [Crafa  et al.].  We differ from the traditional event structure in our use of labels on arrows to carry data from one part of the program execution to another;  we do not use the more syntactic technique of substitutions into program text.  Furthermore, our simple model of parallel composition is taken from the separating conjunction of separation logic [Pym et al.] rather than the more standard product construction for event structures.

Our style of presentation of semantics is deficient in a number of ways.  It assumes that a trace of successful execution of the whole program is given in advance, and gives no hint on how an implementation might construct a successful execution step by step.  (The programs might even be incomputable!).  To resolve implementation issues, an operational semantics is more suitable.  There is no hint how a programmer can derive correct programs from their more general specifications.  (There may be no way of proving correctness of the whole program from correctness of its parts!).  To resolve correctness issues, a proof-oriented semantics is more suitable.  Fortunately, all the axioms and rules of a traditional proof-oriented semantics can be derived as theorems from our definition of the trace semantics [Wehrman et al.]; and this derivation is independent of the selection of features in the source language.  [We hope a similar derivation is possible for an operational semantics].
The main reason why we adopt trace semantics is modularity.  Each feature of a programming language can be defined separately; and the definition applies unchanged in every language that contains the feature.   Furthermore, the semantics is cumulative: new aspects of a language (such as timing) can be added to the semantics, without invalidating any of the theorems proved of the simpler version.  Finally, the method supports a notion of refinement as trace set inclusion, which is suitable for stepwise development of designs proved correct by construction.  
A reason for our selection of graphs as the definition of a trace is their appeal to the spatial and pictorial  intuition of software engineers.  Many critical programs of today are written in graphical notations like Simulink.  Our proofs are largely pictorial, and we do not exploit the co-inductive technique of bisimulation.
The asynchronous pi-calculus.

We will use the letters  x , y , and  z  as the variables in a pi-calculus program.  In an implementation on a computer, these are assigned to a memory location, just like like ordinary program variables.  However, the pi-calculus is a single-assignment language, and the value for each variable is defined once for all, either when it is first declared, or when it appears as the target variable of an input command.  In our graph model, there will be a data flow arrow from the defining occurrence of each variable to every occurrence of its use.  Such arrows will have the variable name as label, and will be drawn horizontal.

In the pi-calculus, the value of a variable is always a channel constant, for which we will use letters a, b, c .  These constants will label arrows for all communications on a channel.  Such arrows may have other channel constants as the value communicated (but not a variable).  Such arrows will be drawn vertically.  In the standard presentation of the pi-calculus, the concept of a channel constant is not needed.  This is because systematic use of alpha-conversion enables the variable names to serve as the constants that they store. 
The simplest process in the pi calculus is denoted by a zero  0 .  It does nothing.   It is defined to have only one trace, and this contains no events (and therefore has no arrows):

traces(0)  =  { { } }  

We will write the output command of the pi-calculus as  y!x , where y indicates (indirectly) the  channel on which the output occurred, and x indicates (indirectly) the value that was transmitted.  Each trace of this command is a singleton event: let’s call it  e .  The event has two incoming arrows and one outgoing arrow. The incoming arrows have labels  y  and  x.   The single outgoing arrow then has label  [y>e] and value  [x>e] .  The description can be seen at a glance in Figure 1 .  Note the indirection in the specification of the channel and output value; it is the value input from channel  y  rather than the name  y  itself that is the channel used for output.  As in conventional programming, the indirection permits use of channel names that have previously been input.  
 









Figure 1.  y!x .
This pictorial definition may be translated into a conventional mathematical definition.

traces (y!x)    =          { {e} | [e>[y>e]]  =  [x>e]   &  label(e)  = [y>e]![x>e] }  
We will write the input command of the pi-calculus  y?x . P, where  y  identifies the channel on which the input is performed,  P  is the process executed after the input, and  x  is the name by which  P  refers to the input value.   Each trace of this command contains as sub-trace a whole trace of  P , plus one additional event, say  e  (Figure 2 [TO DO]).  There is a control flow arrow from  e  to every event in the trace of  P .  This ensures that the input is always the first command to be executed.  In addition there are two incoming arrows:  one is labelled  y , and carries the value  of the input channel to be used.  The other is labelled by[y>e]  .  The outgoing data flow arrows of  e  are just the set of all  x-labelled incoming arrows to events within the trace of  P ; and they all carry the value  [[y>e]>e]  that has just been input.   In summary


traces(y?x .P )    =   {tr + {e} | tr  e  traces (P)   &  label(e)  =  [y>e]?[e>x]

&   {e} ( tr  &  [[y>e]>e] = [e>x]   &   e>x  =  x>tr }
Lemma 1 (alpha-conversion).  z?x.P(x)  =  z?y.P(y)

Proof:  after removal of the x- or y-labels on the internal arrows, the traces of the two sides are the same.
Lemma 2. (? congruence)  If  P  =  Q  then  x?y.P  = x?y.Q

Example 1: ( y?x . z!x ).  Its traces, as shown in  Figure 3 [TO DO], all have two events  e  and  f, and these are connected by a single internal horizontal arrow, originally labelled  x .  In addition there are three input arrows, labelled y, z, and [y>e] .  There is one output arrow, labelled by the value of z.  Finally,  
[x>f]   =   [y>e]   =   [f>z] . 
The concurrent combination of two processes in the pi-calculus is written  P|Q .  Each of its traces is a disjoint union of the events of some trace of  P  with the events of some trace of Q .  

traces(P|Q)  =  {tp + tq | tp e P  &  tq e Q}

The disjointness of the union models the fact that no event is the execution of more than one source program command.  In this respect, the concurrent combinator is similar to the separating conjunction of separation logic, and it has the same algebraic properties.

Theorem 1.  0|P  =  P

P|Q  =  Q|P

P |(Q|R)  =  (P|Q) | R

Lemma 4.   (| congruence)  If  P  =  Q  then  P | R  =  Q | R
Example 2.  (z!y | (z?x.P)).  (Figure 4[TO DO]) Let  tr  be a trace of this program.  It consists of events attributable to  P , plus two additional events, an  output and an input.  There are three horizontal input arrows: one is labelled  y  and two are labelled  z ; both the z-arrows carry the same value  [z>tr]  to the two additional events.  Now there are two cases: in the simpler case there is a single internal arrow labelled  [z>tr]  from the output event to the input event; it carries the value  [y>tr] , thereby achieving a successful internal communication on channel  z .  In the more complicated case, there is no internal arrow.  It is replaced by a pair of arrows, an outgoing arrow to the external environment, and an incoming arrow from it.  They are both labelled  [z>tr] , but their values are (in principle) different.  This case represents the way that CCS and the pi-calculus model race conditions, where the environment interferes with what might have been intended as an internal communication.
The iteration operator of the pi-calculus is written  ! P .  Each of its traces is the disjoint union of a finite sequence of subsets, each of which is a trace of the process  P .  Because  parallel composition distributes through arbitrary union, iteration can be defined as the least solution of the equation 
P0   =  skip
P n + 1   =   P  ;  P n 
!P   =   Union  {P n | n  e  N }
Theorem 2.  ! P  =  P|(! P) 
Example 3. ! (z?x . P) has a typical trace which is the disjoint union of  a certain number (n) of  (in principle different) traces of  P each preceded by an input on  z .  Each of these inputs has the same labels  z  and  x  on its horizontal arrows, but they (usually) differ in the value on its vertical input arrow, which is input to  x  and used by P under that name.
Example 4.  ! 0   =  0  .  The empty trace is the only trace that is the disjoint union of any finite sequence of empty traces.
The pi-calculus can declare a new channel  z  for use in the process  P  by the notation  new z . P .  The allocation of  z  is modelled as an event added to the events of  P .  The additional event has no incoming arrows.  As in the case of the input command, its outgoing arrows are just the set of incoming arrows of  P  that are labelled by  z  .  In contrast with the input command, there are no control arrows, so the exact timing of the  new  event is undetermined.  Its definition is formed by cutting the two middle clauses from the definition of the input command.
traces(new z . P)  =  {tr + {e} | tr  e  traces (P)  &   e>z =  z>tr  }
The semantics of the  new  command is embodied in a general constraint on the definition of a trace:

Every  new  event in a trace delivers a different value on its horizontal output arrow.
Theorem 3.  new z . 0   =  0  

Proof:  The empty trace has no incoming arrows, so the new event has no outgoing arrow.  It is therefore suppressed in the test for structural equivalence. 
Theorem 4.  new y . new  z . P   =   new z . new  y . P 
Proof:   There are no arrows between the two  new  events.  A diagram of a typical trace of one side of the equation is the same as that of the other side.
Theorem 5.  new z . (P|Q)   =  (new z . P) | Q  ,  if no trace of  Q  has an incoming arrow labelled  z .
Proof: again, the diagrams are the same.

Lemma  .  (new  congruence)   P = Q   =>  new  x . P =  new x . Q
In the pi-calculus, it is assumed that a locally created channel name is never used to communicate with the global external environment of the process as a whole.  We will formalise this assumption by an encapsulation operator  {P} , whose traces are the subset of the traces of P which satisfy the additional constraint that it has no incoming or outgoing arrows.   Violation of this constraint would lead to an empty set, indicating a deadlock.  Avoidance of deadlock is usually taken as the responsibility of the programmer rather than the implementer.  To help prove absence of deadlock, we model it as a special event deadlock .  (The usual objection that deadlock is not an observable event does not apply to a execution of a program in a good testing environment, which should of course report occurrence of an error, in a way that distinguishes it from successful termination, and from other kinds of error, like overflows and livelocks).
Let  OK  = {tr | tr  e  traces(P)  &  tr  has no incoming or outgoing arrows }

traces ({P})  =  OK  U  {tr  +  {deadlock} | tr is a  prefix of a trace of OK, 

but all traces of  P  that extend tr are not OK}
Example 5.  {new z . (z!y | (z?x.P))} .  The complicated case of Example 2 is now ruled out, leaving only the possibility of internal communication.
Example 6.  {new z . z!x} .  Its only trace is {new  z ,  deadlock }.  
Example 7.  P  =  {new y . (L | R)}  where  L  =  (new z . y!z | (z?x. ...z!3...)) 
       and R  =  (y?w. (w!6| (w?x. ...))) .  
This illustrates the common idiom of extrusion in the pi-calculus.  The process  L  extrudes the newly created  z  channel  on a more global channel  y ; it is then input by  R  and used for communication with the process  L.  There is still a possibility of deadlock if the lacunae (…, …) shown above do not match their inputs with their outputs.  For example, if they both begin with input, or if they both terminate with the number of outputs greater than the number of inputs.
That concludes our semantics of the pi-calculus.  It is called a separation semantics, because the definition of the operators of the algebra all require that the traces of their operands must be disjoint.  Furthermore, the parallel combinator  |  has all the logical properties of the separating conjunction of separation logic.  
Additional or alternative features.

The main aim of our semantic style is to preserve the modularity of the definition of individual features and aspects of a process algebra, and of any programming language based upon it.  In this section, we illustrate this point by treatment of features drawn from other versions of the pi-calculus and from other process algebras.  In each case, we believe that inclusion of the feature does not invalidate any of the theorems proved of our algebra before the insertion.  In many cases, the extension will even be conservative.
Example 1.  (Synchronous output) In the synchronous pi-calculus, an output command is defined more like an input command.     (z!y . P)  is like  (z!y | P) except that there are control arrows from the output on  z  to  all the events of  P .  Thus the output is constrained to be executed first.
Example 2.   A familiar model of asynchronous communication [Kahn-McQueen, Mazurkiewicz] is intermediate between the synchronous and the asynchronous pi-calculus, in that there is no determined ordering between communications on different channels.   We can model this by restricting the control arrows from each synchronous input or output command, so they point only to communications on the same channel.  As a result, communications on the by the same process on the same channel are strictly ordered, but they can commute with communications on different channels, as stated in the Mazurkiewicz law:

tr  e  traces(w!x . (z!y . P)   &   [w>tr]   =/=  [z>tr]        implies       tr  e  traces( z!y . (w!x . P))
This law is what permits the use of a store-and-forward network to deliver messages.  Of course, it is not true in an arbitrary programming language.  Its validity requires assumptions about the program P, and would have to be proved by induction on the structure of the program  P

Example 3.  Many versions of the  pi-calculus can test the equality or inequality of  two values by constructs  (w==z) . P   or  (w=/=z) . P  .  These act as guarded commands [Dijkstra], because the process P will not be executed at all if the preceding condition is false : the trace set will be empty.  Otherwise, the traces of (w==z) . P   contain a trace of  P , and one additional initial event.  This event has two incoming arrows labelled  w  and  z .   The values on these arrows must be the same.  The additional event has outgoing control arrows to all events of the trace of  P .  The same is true for (w=/=z) . P  . 

traces((w==z).P)  =  {tr + {e} | tr e traces(P)  &  [w>e] = [z>e]  &  e ( tr }
Example 4 (union).   P ( Q  is a process that behaves either like  P  or like  Q .  Its set of traces is the union of the traces of  P  with the traces of  Q .  No indication is given of how the choice between  P  and  Q   is to be made.  In some cases it will be (demonically) non-deterministic.  However, the choice can be controlled, if  P  and  Q  are guarded, by communications or by tests, as shown in the following examples. 
Example 5. (conditional) (w=z) . P  (   (w/=z) . Q .  (This would serve as the definition of the conditional command, if present in the language) .  In this case, the choice is completely determined by the tests, because one of the alternatives will always be empty.  However, the whole construction will never be non-empty, because one of the alternatives will always be non-empty. 
Example 6.  (deadlock) (w =/= w).P   (   (z=/=z) . Q .   According to our definition, this will have an empty set of traces.  The emptiness of the trace set manifests itself in practice as a deadlock.   As described before, in a testing environment, deadlock should be reported as if it were an event.  We therefore define an encapsulation operator which detects and reports emptiness of its operand.  (It should also report the reason for the deadlock, listing the guards which have all turned out to be false; but let us ignore this detail), and define a new form of encapsulation bracket […] , usually enclosing a list of alternatives; for the same purpose, Dijkstra introduced the notation  if … fi .

traces([P])  =  traces(P)     union    {deadlock | traces(P)  =  { }}  
Example 6. (summation)   [(w=x). P  (   (w=y).Q]  .  This could serve as the definition of the  +  or summation operator in versions of the pi-calculus that contain it.  All unions or sums of guarded commands would then be regarded as implicitly encapsulated.   
Example 7.  In CSP, the interleaving operator is written  P|||Q .  The usual definition states that the traces of the two operands are interleaved, so that in implementation the two operands are concurrent, but no communication takes place between them.  However, they may both communicate indirectly through their common environment R , in the context  (P|||Q) | R .  Our definition of ||| as a separating conjunction is very similar to that of  P|Q  given above. However the definition of the disjoint union of traces has the additional constraint that there must be no arrow (in either direction) between any event of the trace of  P  and any event of the trace of  Q .  We suspect that the definition in terms of a separating conjunction will lead to simpler proofs than the interleaving definition.

Example 8.  In CSP, there is a chaining operator  P >> Q .  It is specified just like  P|Q , with an additional constraint:  that there is no communication or control dependency from  Q  to  P .  Consequently, any incoming arrows of  P  remain as incoming arrows of  P >> Q , and similarly for outgoing arrows of  Q .  However, some of the outgoing arrows of  P  may be the same as incoming arrows of  Q ; and these will be internal arrows of  P >> Q .  Such arrows will, of course, have the same name on both sides, because they are the same arrow!
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