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Summary: A trace is defined as a record of a complete run of a computer program.  It includes a record of all events that occurred, together with a dependency relation between events that involve the same variable or communication channel.  Different models of memory consistency and of channel communication can be defined by choosing different sets of axioms that govern the dependency relation. 

Introduction:  Axiomatisation has been proposed as a technique for formalising a contract between the implementer of a programming language and its users.  The implementer guarantees to make the axioms true, and the user relies on them to write correct programs.  This paper suggests a similar role for axioms in the design of multi-core computer architecture; in particular, one that incorporates weak models of memory consistency and communication.

Because axioms abstract from implementation, they tend to be more modular than operational definitions.  They could useful in exploring the whole range of weak architectural models on which a particular algorithm will be run correctly.  They could also be useful in classifying the range of options available to the architect.  
Preliminaries:  The behaviour of weak memory models has to be understood at a low level of abstraction.   Let E be the set of events evoked by an execution  tp  of a program  P .  Pick a particular memory variable or communication channel  x .  The purpose of  x  is to effect the flow of data, either in time (a memory location) or in space (a communication channel) to a later event in the same trace.  In this note do not need to model the actual value that flows on each occasion.  

Let W be the set of write events (or outputs) in  tp  that define a value for  x , and let R be the set of read events (or inputs) for  x .  W  (  R  is therefore the set of updates of  x .  Let  r, r1, r2 be typical members of R, and w, w1, w2 be members of W and e, e1, e2  of  E .  In this section we will talk only about a single fixed  P, tp, and x , so we never need to mention these names again.  
Let  ( be the relation of immediate dependency between events, and let (*  be its reflexive transitive closure.   For example: (1) w ( r means that  r  has read the value  determined by  w ; (2)  w1 ( w2  means that the value  written by  w1  was over-written by  w2 ; and  (3) r ( w  means that the value read by  r  was over-written by  w .  In this interpretation, clearly  (  is irreflexive;  furthermore, e1 ( e2  means that  e2  cannot occur before  e1 .  Consequently, in the case of a  (-cycle, all events of the cycle have to occur simultaneously.  Most implementations forbid or restrict such simultaneity, perhaps to just a single read and write on an unbuffered channel.
Weak memory models:  We now list a collection of axioms that express the semantics of data flow in memory.  A weak memory architecture can be defined by selection of a subset of the axioms.  Where a choice between axioms is indicated, we give them the same number but suffix this by a different letter.
Our first property is that each event reads (or over-writes) at most one previous assignment to  x :
Axiom 1 (no join):  w1 ( e  &  w2 ( e  ==>  w1 = w2 . 
Each read or write event can be over-written by at most one subsequent assignment to  x :
Axiom 2 (no fork):  e ( w1  &  e ( w2  ==>  w1  =  w2.
The only remaining possibility of a fork is a single write that is read many times, and the only possibility for a join is a single write that over-writes many reads.  We do not require reads of the same assignment to be strictly ordered.  This allows  optimisations that are standard in today’s compilers.
The current Intel standard for memory consistency states that all writes are linearly ordered:
Axiom 3 (linearity):  w1 (* w2    V    w2  (*  w1.
In many memory models, the ordering of the reads is the same as that of the writes:
Axiom 4 (monotony):  w1 (* w2  &  w1 ( r1 & w2 ( r2  ==>  r1 (* r2

In a strong memory model, every read of an assignment is over-written by the next following assignment  (this axiom actually implies the previous one):

Axiom 5S. (immediate over-write):  w1 ( w2  &  w1 ( r  ==>  r ( w2
In a weak memory model, this axiom may be true if  w1 , w2 , and r all come from the same thread, but could be false otherwise.  

For writes from different threads, the following axiom may be useful.  Let r1 and r2 be from the same thread.  If they read values assigned by different writes, then the earlier read must have been over-written, either by the later write, or earlier.  
Axiom 6W. (over-write):  w1 (* w2  &  w1 ( r1 & w2 ( r2    ==>  r1 (* w2,


where r1 and r2  belong to the same thread.
For interest and convenience we introduce (for each variable or channel) a new event, which must (in a given trace) be the first event on that variable, and a dispose event that must be the last one.  Furthermore each of these events occurs exactly once in each of the traces of the program.  In some languages, the programmer is responsible for inserting the  dispose  event, and in other languages the garbage collector takes responsibility, or the operating system (eg. at the end of an aborted task).  The entire semantics of these events, however they are implemented, is captured by two axioms, stating they are the bottom and the top of the (* ordering:

((e1. e (* e1 )    <==>    e = new 

((e1. e1 (* e)    <==>    e = dispose
Sequential composition. 
Most of the axioms which define the ( relation are derived from sequential compositions in the source program.  In a strong memory model, the relevant axiom is simple enough:

Axiom 11S.  (program order)  =. Consider a program (or subprogram) P1;P2 .  Let  tr be a record of all the events occurring in a particular execution of P1;P2 .  Let e1 be an arbitrary event occurring in tr as a result of the execution of  P1, and let e2 be similarly an event evoked by P2 .  Then e1 ( e2 .

The weaker version of this makes an exception which allows reads of a variable to precede a write of a different variable, even if the write occurs in the program before the read.

Axiom 11W.
Same as 11S , with the precondition that if e1 is a write and e2 is a read of a different variable, the axiom does not apply.
Communication models:  Most communication channels satisfy axioms  1  to  3 .  Axiom 4 states a common and useful property: messages are read in the same order that they are written. It is not valid for an implementation of communication by a raw store-and-forward network.  Axiom 5S states that the channel is single-buffered: a previous output is read before the next write.  But a channel that satisfies only these five properties is still very weak.  Further axioms are needed to rule out unexpected or undesirable behaviour.  A programming language or library may offer the programmer a choice of different types of channel, each of which has a range of differing implementations.  Each type of channel may be specified quite abstractly by the choice of axioms which it satisfies.
The first new axiom states that every read is the read of something that has previously been written:

Axiom 7 (authenticity):  (w. w( r

The next one rules out stuttering, ie. multiple reads of the same write:
Axiom 8 (synchronisation):  w ( r1 &  w ( r2  ==>  r1 = r2

In a closely coupled network, a channel may be totally unbuffered, so that each input is simultaneous with its corresponding output.

Axiom 9A (zero buffering): w ( r  ==>  r ( w

Let  (n  be the n-fold iterate of ( .  A channel with an n-bounded buffer is specified by the axiom

Axiom 6B (n-buffering)  w1 ((n+1)  w2  &  w1 ( r  ==>  r ( w2   (???)
We still need to rule out the possibility that writes are lost.

Axiom 10 (no loss)  (r  w ( r

The preceding axiom requires that all write buffers be empty before a channel is disposed.  That may be a good discipline, but perhaps it should be optional, as allowed by the weaker version of the axiom. Furthermore, the unsatisfied writes only occur at the end of the sequence of writes.
Axiom 10W1
((r  w ( r )  V   w ( dispose
Axiom 10W2   w1 ( w2  &  w1 ( dispose  ==>   w2 ( dispose  

Applications:  Perhaps look at what axioms are needed to prove Lamport’s bakery algorithm.
