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2. Executive Summary
2.1.

Project summary

The two and a half year European project, Enabling Access to Sound Archives through
Integration, Enrichment and Retrieval (EASAIER) allows archived materials to be accessed in
different ways and at different levels. The system is designed with libraries, museums, broadcast
archives, and music schools and archives in mind. However, the tools may be used by anyone
interested in accessing archived material; amateur or professional, regardless of the material
involved. Furthermore, it enriches the access experience as well, since it enables the user to
experiment with the materials in exciting new ways. EASAIER implements recent advances in
machine learning, music and speech processing, and information retrieval. Furthermore, it addresses
a growing demand for interactive electronic materials. By enriching and organizing the materials in
the archive, we will create new and innovative methods of access. This enhanced access stimulates
use, because multimedia resources will be connected, and archived material will be exploited and
made visible to the right users. This will be deployed in connection with strong evaluation studies
using communities of users and content managers.

2.2.

Deliverable summary

This deliverable presents work that has been done on cross-media retrieval in the EASAIER
project. The work has been two-fold. First, we focused on exploitation of the research performed in
other work packages, namely WP2 Media Semantics and Ontologies and WP6 Intelligent
Interfaces, to present the user images, videos and text materials related to his search, no matter if
they are stored in archive or collected from the World Wide Web. Second, we developed video
analysis components to support video related cross-media queries. All audio analysis done on sound
files is also done on video files. In addition, shot detection and key-frame extraction components
will support visual similarity that can be combined with audio similarity retrieval. Extracted keyframes can be also presented to the user when enabling him to browse faster though the video.
In the following section, a short overview of user requirements studies is given. This is the
work that has been mainly done in beginning of the project and presented in part in deliverable 3.1,
but nevertheless refined during the project. It also presents evaluation methodology and metrics
defined in WP7 and used in subjective evaluation of the cross-media retrieval system. In section 4,
the state-of-the-art in the field of web related media retrieval is presented, followed by a thorough
study of shot boundary detection and key frame extraction that led to development of particular
components.
Integration of cross-media retrieval components in EASAIER architecture is explained in
section 5. The cross-media functionality is integrated in the components “Related media class” and
“Web related media class” in the main Access service. The “Related media class” uses the Sparql
endpoint and rdf storage to retrieve related media in the current archive. The “Web related media
class” uses web-services providing by the World Wide Web. Sections 6 and 7 give further
description of the Web and archive related materials components, respectively.
A novel spectral clustering approach to video analysis is presented in section 8. Combined
with audio features, this component will enhance search and retrieval of related videos and also
enables the user to browse faster and find particular video section of her/his interests. We also
present experimental evaluation of the component at the end of the section.
Finally, section 9 discusses feedback from the student evaluators provided in their written
evaluations of the client from April 2008, focussing on their comments relating to performance,
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usefulness and usability of the cross-media retrieval system. Testing was performed on an Alpha
release of the client and, as such, evaluation of some procedures was not possible. However, the
users comments are enlightening and offer some useful guidance about their contexts and uses for
future development of cross-media components in EASAIER.
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3. User needs and requirements
3.1.

Introduction

Initial user needs and requirements were derived from the literature, as discussed in D3.1.
One of the outcomes of this review indicated the need for web-based access, integration of other
media, and enriched access and playback tools.
The HOTBED project [1] identified a strong user need for other media in addition to audio.
The JISC User Requirements Study for a Moving Pictures and Sound Portal [2] also identified the
need to have “cross-searching between still and time-based collections.” Furthermore, the
HOTBED study identified the use of video as having a strong impact in aural learning. Thus, it is
clear that this collection must incorporate video and other media as well as audio, and provide
significant interaction between the media.
As discussed in D3.1, collating the findings from these studies, we have established the
potential value of a cross-media information retrieval system as part of the larger EASAIER system.
This would allow the user to access a range of different types of media derived from a search query.
A possible use case scenario follows:
Use-Case Scenario - The amateur musician
Greg is guitarist in a band consisting of old school friends. A vinyl enthusiast, the pride of Greg’s
collection is a complete set of Pink Floyd and Led Zeppelin albums. On borrowing his girlfriend’s
MP3 player, Greg discovered the large amount of material available digitally. Hearing an
alternative version of Led Zep’s Black Dog on a late night radio show, Greg became interested in
finding alternative and live recordings of the songs played by his rock’n’roll heroes, but he finds it
difficult searching the internet for such tracks as he can rarely listen to them without buying them
first.
Following a Google search, Greg logs onto a classic rock’n’roll archive that uses the EASAIER
system. He enters ‘Pink Floyd’ in the author/title field and also puts ‘live’ in the keyword field. To
his delight, his search returns an alternative, live version of a segment from Atom Heart Mother
with a pared-down orchestration – much sparser than the original studio mix. The metadata
displays the distinctive cover art of the Atom Heart Mother album (showing a large cow named
Lulubelle III) and a picture of a Pink Floyd performance from around the time the album came out.
Happy with his musical research, Greg plays this segment again, and looks for further alternative
versions of his favourite tracks. Greg sends his fellow band members an email with a link to the
website employing the EASAIER system.

3.2.

Evaluation methodology and metrics

As was discussed in D7.1, it is central to the development of the EASAIER system that user
needs are satisfied by means of a process of formative and summative evaluations. These
evaluations should focus on Performance, Usability and Usefulness [3]. Two key user groups have
been identified, the music user and the content manager. The music users, represented by a group of
ten classical music students at RSAMD, have been closely involved in evaluations of the client,
through direct feedback, focus groups, observations and their own written evaluations following
these agreed criteria [3]:
• Performance: Precision, Recall, Relevance, Response Time
• Usability: Ease of use, Aesthetics, Navigation, Terminology, Learnability
• Usefulness: Relevance, Format, Reliability, Level, Coverage
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These evaluations are discussed in detail in [4], [5] and key elements are extracted from the
original evaluation texts for this report.
The other user group, the EUAB, have been consulted in depth about their needs and
requirements and regular contact has kept this communication open and up-to-date.
Challenge

Agreed criteria and mechanisms

Objectives

Investigate performance, usability and usefulness of cross-media
information retrieval system for expert musicians, but non-expert
users and identify improvements.

User groups and target
audiences

Ten classical music students at RSAMD.

Testing and Evaluation
methods to be used

User group written evaluations.
10 students submitted evaluations of around 2,500 words.

Reporting/discussion
mechanisms

Schedule

The data were analysed in the context of a framework which
focussed on aspects of performance, usability and usefulness.
Key comments on cross-media retrieval were extracted.
Students had access to the client on a dedicated laptop for a
period of four weeks. Their work was submitted on Mon Apr 28
2008.
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4. State of the Art
4.1.

Web related media

A web mashup is a website or a web application that aggregates data from third party
content or service providers on the web, creating a new integrated tool or service. This involves two
or more sources. Mashups facilitate information augmentation and integration through simple
methods for the developer. The combination of data with other useful and related data reduces
navigation and increases information gain for the user [6]. Typically a request is posed by the
mashup service to an external content provider, relying on a certain predefined message exchange
protocol, such as REST, SOAP, or RSS. Next, the content provider transmits the desired result in a
certain format, such as XML, JSON or plain HTML.
On the side of the mashup endpoint, all inputs are then standardized, combined, and then the
final output is displayed in the user interface. This means that all the information from 3rd party
sources is connected on an application level rather than on a data level.
The emergence of large amounts of user-generated content on the web is resulting in more
data and metadata becoming available, and a lot of content providers publish their data in a way that
is accessible for aggregation by external parties. Programmableweb.com lists a number 868
available APIs for public access. However, the majority of websites don't expose their content
through an official API (one example is Wikipedia). In such cases it is possible to apply
screenscraping, i.e. the retrieval of the content of one or multiple webpages (usually the raw HTML
sources) over HTTP and parsing it in order to extract the desired information. In addition, local
resources, for example contents from a database, can also be part of a mashup. This further
increases the amount of possible data sources for mashups.
Architecture
The three roles in a mashup are the data providers, the mashup site, and the consumer.
Data provider
In a mashup scenario, the data provider offers its contents through an API over a certain
protocol such as HTTP or SOAP, but the data can also come from the screenscraping of a website
or from local data sources. If an API is available, the data provider often provides documentation
and usage examples for the developer community.
The incentives of websites to publish their data can be the branding of the product name and
gaining visibility, the placement of advertisements, or that the service is made available on a payper-use basis (e.g. www.salesforce.com) [7]. Often, the mashup developer needs to register a free
product key in order to access the API. The developer can be kept up to date over developments
with the API.
Mashup site
At this level, all the data received by the content providers is combined into a single service
or application. The client-based model uses client-side scripting languages such as Javascript or
AJAX to assemble and integrate the content from the original source directly inside the client's web
browser. With the server-based model, the data from the content provider is further processed by an
intermediate web server component, using a scripting language such as JSP, ASP, etc. to assemble
the final output. There are also mashup applications are a combination of both approaches.
Some data providers modify their APIs and the existing solution implemented by the
mashup site may not be supported anymore. While depecrated version of the most popular content
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providers’ APIs usually remain supported for legacy reasons, in practice this often creates a
problem if the content stems from screenscraping and when the structure of such a source is
modified. The mashup site should implement safeguards to handle situations that a source becomes
unavailable, rather than having the whole mashup application not working.
The mashup application itself may also provide a public API and become a content provider.
Consumer
The consumer typically accesses the mashup using a web browser. The web browser
executes client-side logic, often using JavaScript or AJAX. AJAX allows for asynchronous
communication between the browser and the server, typically relying on XML. This enables
interactivity with the web application without refreshing the browser. An AJAX call only changes
parts of the HTML web pages.
Mashup Content Types and Presentation
There exist different types of mashups, depending on the data sources. The majority of
mashups are (or include) mapping mashups, see Figure 4.1. Those applications typically combine a
visual map that can be browsed by the browser (e.g. Google Maps) with data that contains location
based data. One example is a Housingmaps.com, a mashup of Craigslist and Google maps for
browsing rental listings on the map. This is a good example of how to bring two large-scale
applications together, creating a useful application in a relatively simple manner.

Figure 4.1 Top mashup APIs.
Other types include the aggregration of multimedia sources (e.g. Flickr, YouTube) or news
feeds from multiple sources. A lot of news sources syndicate their content via RSS/Atom, and the
user aggregates those news entries from a personalized selection of sources. In a similar fashion, it
is possible to aggregate shopping data from commercial providers such as Amazon, eBay, or
information form the travelling domain.
The type of the data sources that are integrated by a mashup application pays a big role in
the combination of the different sources and how to visualize the final output. There exist at least
two ways how to combine and display diverse data sources in a mashup visualization [8]: either by
using multiple displays assembled in a grid-like way or a single display that combines all the
sources. With a single display of all the content, it's easier to display relationships between items,
however it depends on the type of content and structure of the sources to what extent they can be
related. For mapping mashups the combination of the sources is typically done by relating the
location based data of the one source with the mapping service, matching for instance by the
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address field or the zipcode. The grid layout assembles content from multiple sources into a single
page – the user doesn't need to formulate queries at different web portals or browse websites,
however the relationship between the content is limited.
In the scope of the EASAIER project, we apply such a mashup application in order to
accompany and enrich the audio archives' contents stored in the EASAIER system with additional
related media from the web. The Web Related Media component also provides the user with a
direct access point to the web to further investigate related content about the resources from the
archive (e.g. related artists). We currently focus on multimedia sources, such as pictures and videos,
and we also include information about commercial offers from online shops that sell items related
to the audio asset.

4.2.

Video analysis

As the first step of video analysis we focus on temporal video segmentation. The temporal
video segmentation research efforts have resulted in a great variety of algorithms. Early work
focused on cut detection, while more recent techniques dealt with the more difficult problem of
gradual-transition detection. Fades, dissolves and wipes are special video editing effects that
gradually change the content and therefore are more difficult to detect. Fade-in is an editing effect
which allows the progressive transition from a solid black frame to full brightness of a shot content,
while a fade-out is a progressive darkening of a shot until the last frame becomes completely black.
Dissolve is a superimposition of a fade-in and a fade-out: the first shot fades-out while the
following fades-in to full brightness. Wipe is a content transition from one scene to another wherein
the new scene is revealed by a moving line or pattern. In its simplest form, it simulates a window
shade being drawn. More sophisticated variations include colorized wipes, quivering wipes and
triangle wipes. In the following sections a number of relevant methods is described and compared
with the algorithm proposed. The majority of algorithms for temporal video segmentation exploit
uncompressed video data. Usually, a similarity measure between successive images is defined.
When two images are sufficiently dissimilar, there is a high probability of a cut. Gradual transitions
are detected by using cumulative difference measures and more sophisticated thresholding schemes.
Based on the metrics that is used to detect the difference between successive frames, the algorithms
for temporal video segmentation in uncompressed domain can be divided broadly into three
categories: pixel, block-based and histogram comparisons.

4.2.1.

Pixel Comparison

Pair-wise pixel comparison (also called template matching) evaluates the differences in
intensity or colour values of corresponding pixels in two successive frames. The simplest way is to
calculate the absolute sum of pixel differences and compare it against a threshold [10]:

∑ ∑
D ( i,i + 1) =
X

Y

x =1

y =1

Pi ( x, y ) − Pi+1 ( x, y )
X⋅Y

(4.1)

for grey level images, and

∑ ∑ ∑ P ( x, y,c ) − P ( x, y,c )
D ( i,i + 1) =
X

Y

x =1

y =1

c

i +1

i

X⋅Y

(4.2)

for colour images, where i and i+1 are two successive frames with dimension X*Y, Pi(x,y),
is the intensity value of the pixel at the coordinates (x,y), in frame i, c is index for the colour
components and Pi(x,y,c), is the colour component of the pixel at y,x in frame i.
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A cut is detected if the difference D(i,i+1) is above a pre specified threshold T. The main
disadvantage of this method is that it is not able to distinguish between a large change in a small
area and a small change in a large area. For example, cuts are misdetected when a small part of the
frame undergoes a large, rapid change. Therefore, methods based on simple pixel comparison are
sensitive to object and camera movements. A possible improvement is to count the number of pixels
that change in value more than some threshold and to compare the total against a second threshold
[11] [12]:

⎪⎧ 1 if Pi ( x, y ) − Pi+1 ( x, y ) > T1 ,
DP ( i,i + 1, x, y ) = ⎨
otherwise,
⎪⎩0,

∑ ∑
D ( i,i + 1) =
X

Y

x =1

y =1

DP ( i,i + 1, x, y )

X⋅Y

(4.3)

(4.4)

If the percentage of changed pixels D(i,i+1) is greater than a threshold T2, a cut is detected.
Although some irrelevant frame differences are filtered out, these approaches are still sensitive to
object and camera movements. For example, if camera pans, a large number of pixels can be judged
as changed, even though there is actually a shift with a few pixels. It is possible to reduce this effect
to certain extend by the application of a smoothing filter: before the comparison each pixel is
replaced by the mean value of its neighbours.

4.2.2.

Block-based comparison

In contrast to template matching that is based on global image characteristic (pixel by pixel
8 differences), block-based approaches use local characteristic to increase the robustness to camera
and object movement. Each frame i is divided into b blocks that are compared with their
corresponding blocks in i+1. Typically, the difference between i and i+1 is measured by
b

D ( i,i + 1) = ∑ c k ⋅ DP ( i,i + 1, k )

(4.5)

k =1

where ck is a predetermined coefficient for the block k and DP(i,i+1,k) is a partial match
value between the kth blocks in i and i+1 frames.
In [13] corresponding blocks are compared using a likelihood ratio:
⎡ σ k,i + σ k,i+1 ⎛ μ k,i + μ k,i+1 ⎞ 2 ⎤
+⎜
⎢
⎟ ⎥
2
2
⎝
⎠ ⎥⎦
⎢⎣
λk =
σ k,i ⋅ σ k,i+1

2

(4.6)

where σk,i,σk,i+1 are the mean intensity values for the two corresponding blocks k in the
consecutive frames i and i+1, and μk,i,μk,i+1 are their variances, respectively. Then, the number of
blocks for which the likelihood ratio is greater than a threshold T1 is counted:
⎧ 1 if λ k > T1 ,
DP ( i,i + 1, x, y ) = ⎨
⎩0, otherwise,

(4.7)

A cut is declared when the number of changed blocks is large enough, i.e. D(i,i+1) is greater
than a given threshold T2 and ck=1 for all k. Compared to template matching, this method is more
tolerant to slow and small object motion from frame to frame. On the other hand, it is slower due to
the complexity of the statistical formulas. Additional potential disadvantage is that no change will
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be detected in the case of two corresponding blocks that are different but have the same density
function. Such situations, however, are very unlikely.
Another block-based technique is proposed by Shahraray [14]. The frame is divided into 12
non-overlapping blocks. For each of them the best match is found in the respective neighbourhoods
in the previous image based on image intensity values. A non-linear order statistics filter is used to
combine the match values. Thus, the effect of camera and object movements is further suppressed.
The author claims that such similarity measure of two images is more consistent with human
judgement. Both cuts and gradual transitions are detected. Cuts are found using thresholds like in
the other approaches that are discussed while gradual transitions are detected by identifying
sustained low-level increase in match values.
Xiong, Lee and Ip [15] describe a method they call net comparison, which attempts to detect
cuts inspecting only part of the image. It is shown that the error will be low enough if less than half
of so called base windows (non-overlapping square blocks, as in Figure 4.2) are checked. Under an
assumption about the largest movement between two images, the size of the windows can be chosen
large enough to be indifferent to a non-break change and small enough to contain the spatial
information as much as possible. Base windows are compared using the difference between the
mean values of their grey-level or colour values. If this difference is larger than a threshold, the
region is considered changed. When the number of changed windows is greater than another
threshold, a cut is declared.
The experiments demonstrated that the approach is faster and more accurate than pixel pairwise, likelihood and local histogram methods. In their subsequent paper [16], the idea of video
subsampling into space is further extended to subsampling in both space and time. The new Step
variable algorithm detects both abrupt and gradual transition comparing frames i and j, where
j=i+myStep. If no significant change is found between them, the move is with half step forward and
the next comparison is between i+myStep/2 and j+myStep/2. Otherwise, binary search is used to
locate the change. If i and j are successive and their difference is bigger than a threshold, cut is
declared.

Figure 4.2 Non-overlapping square blocks in net comparison algorithm

Otherwise, edge differences between the two frames are compared against another threshold
to check for gradual transition. Obviously, the performance depends on the proper setting of
myStep: large steps are efficient but increase the number of false alarms, too small steps may result
in missing gradual transition. In addition, the approach is very sensitive to object and camera
motion.

4.2.3.

Histogram comparison

A further step towards reducing sensitivity to camera and object movements can be done by
comparing the histograms of successive images. The idea behind histogram-based approaches is
that two frames with unchanging background and unchanging (although moving) objects will have
little difference in their histograms. In addition, histograms are invariant to image rotation and
change slowly under the variations of viewing angle and scale. As a disadvantage one can note that
12
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two images with similar histograms may have completely different content. However, the
probability for such events is sufficiently low. Moreover, techniques for dealing with this problem
have already been proposed in [17].
A grey level (colour) histogram of a frame i is an n-dimensional vector Hi(j)=1,…,n where n
is the number of grey levels (colours) and H(j) is the number of pixels from the frame i with grey
level (colour) j.

4.2.4.

Global Histogram Comparison

The simplest approach uses an adaptation of the metrics from Equation (4.1): instead of
intensity values, grey level histograms are compared. A cut is declared if the absolute sum of
histogram differences between two successive frames D(i,i+1) is greater than a threshold T:
n

D ( i,i + 1) = ∑ H i ( j) − H i+1 ( j)

(4.8)

j=1

where Hi(j) is the histogram value for the grey level j in the frame i, j is the grey value and n
is the total number of grey levels.
Another simple and very effective approach is to compare colour histograms. Zhang,
Kankanhalli and Smoliar [11] apply Equation (4.8) where j, instead of grey levels, denotes a code
value derived from the three colour intensities of a pixel. In order to reduce the bin number (3
colours x 8 bits create histograms with 224 bins), only the upper two bits of each colour intensity
component are used to compose the colour code. The comparison of the resulting 64 bins has been
shown to give sufficient accuracy.
To enhance the difference between two frames across a cut, several authors propose the use
of the χ2 test to compare the (colour) Hi(j) histograms and Hi+1(j) of the two successive frames i and
i+1:
n

D ( i,i + 1) = ∑

H i ( j) − H i+1 ( j)

2

H i+1 ( j)

j=1

(4.9)

When the difference is larger than a given threshold T, a cut is declared. However,
experimental results reported in [11] show that χ2 test not only enhances the difference between two
frames across a cut but also increases the difference due to camera and object movements. Hence,
the overall performance is not necessarily better than the linear histogram comparison represented
in Equation (4.9). In addition, χ2 statistics requires more computational time. Gargi et al. [18]
evaluate the performance of three histogram based methods using six different colour coordinate
systems: RGB, HSV, YIQ, L*a*b*, L*u*v* and Munsell. The RGB histogram of a frame is
computed as three sets of 256 bins. The other five histograms are represented as a 2-dimensional
distribution over the two non-intensity based dimensions of the colour spaces, namely: H and S for
the HSV, I and Q for the YIQ, a* and b* for the L*a*b*, u* and v* for the L*u*v* and hue and
chroma components for the Munsell space. The number of bins is 1600 (40x40) for the L*a*b*,
L*u*v* and YIQ histograms and 1800 (60 hues x 30 saturations/chroma) for the HSV and Munsell
space histograms. The difference functions used to compare histograms of two consecutive frames
are defined as follows:
n

Bin-to-bin differences:

D ( i,i + 1) = ∑ H i ( j) − H i+1 ( j)

(4.10)

j=1
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Histogram intersection:

D ( i,i + 1) = 1 −

∑
∑

n
j=1
n

min ( H i ( j) − H i+1 ( j) )

max ( H i ( j) − H i+1 ( j) )
j=1

public

(4.11)

Note that for two identical histograms the intersection is 1 and the difference 0 while for two
frames which do not share even a single pixel of the same colour (bin), the difference is 1.
n

Weighted bin differences:

D ( i,i + 1) = ∑

∑

j=1 k∈N( k )

W ( k ) ⋅ ( H i ( j) − H i+1 ( j) )

(4.12)

where N(k) is a neighbourhood of bin j and W(k) is the weight value assigned to that
neighbour. A 3x3 or 3 neighbourhoods are used in the case of 2-dimensional and 1-dimensional
histograms, respectively.
It is found that in terms of overall classification accuracy YIQ, L*a*b* and Munsell colour
coordinate spaces perform well, followed by HSV, L*u*v* and RGB. In terms of computational
cost of conversion from RGB, the HSV and YIQ are the least expensive, followed by L*a*b*,
L*u*v* and the Munsell space.
So far only histogram comparison techniques for cut detection have been presented. They
are based on the fact that there is a big difference between the frames across a cut that results in a
high peak in the histogram comparison and can be easily detected using one threshold. However,
such single threshold approaches are not suitable to detect gradual transitions. Although during a
gradual transition the frame-to-frame differences are usually higher than those within a shot, they
are much smaller than the differences in the case of cut and cannot be detected with the same
threshold. On the other hand, object and camera motions might entail bigger differences than the
gradual transition. Hence, lowering the threshold will increase the number of false positives. Below
we review a simple and effective two-thresholds technique for gradual transition recognition.

Figure 4.3 Twin comparison: a. consecutive, b. accumulated histogram differences.
Figure taken from [11].

The twin-comparison method [19] takes into account the cumulative differences between
frames of the gradual transition. In the first pass a high threshold Th is used to detect cuts as shown
in Figure 4.3 (a). In the second pass a lower threshold Tl is employed to detect the potential starting
frame Fs of a gradual transition. Fs is than compared to subsequent frames (Figure 4.3 (b)). This is
called an accumulated comparison as during a gradual transition this difference value increases. The
end frame Fe of the transition is detected when the difference between consecutive frames decreases
to less than Tl, while the accumulated comparison has increased to a value higher than Th. If the
consecutive difference falls below Tl before the accumulated difference exceeds Th, then the
potential start frame Fs is dropped and the search continues for other gradual transitions. It was
found, however, that there are some gradual transitions during which the consecutive difference
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falls below the lower threshold. This problem can be easily solved by setting a tolerance value that
allows a certain number of consecutive frames with low difference values before rejecting the
transition candidate. As it can be seen, the twin-comparison detects both abrupt and gradual
transitions at the same time. Boreczky and Rowe [20] compared several temporal video
segmentation techniques on real video sequences and found that twin-comparison is a simple
algorithm that works very well.

4.2.5.

Local Histogram Comparison

As it was already discussed, histogram based approaches are simple and more robust to
object and camera movements but they ignore the spatial information and, therefore, fail when two
different images have similar histograms. On the other hand, block based comparison methods
make use of spatial information. They typically perform better than pair-wise pixel comparison but
are still sensitive to camera and object motion and are also computationally expensive. By
integrating the two paradigms, false alarms due to camera and object movement can be reduced
while enough spatial information is retained to produce more accurate results.
The frame-to-frame difference of frame i and frame i+1 is computed as:
b

D ( i,i + 1) = ∑ DP ( i,i + 1, k )

(4.13)

k =1

n

DP ( i,i + 1, k ) = ∑ H i ( j, k ) − H i+1 ( j, k )

(4.14)

j

where Hi(j,k) denotes the histogram value at grey level j for the region (block) k and b is the
total number of the blocks.
For example, Nagasaka and Tanaka [12] compare several statistics based on grey-level and
colour pixel differences and histogram comparisons. The best results were obtained by breaking the
image into 16 equal-sized regions, using χ2 test on colour histograms for these regions and
discarding the largest differences to reduce the effects of noise, object and camera movements.
Another approach based on local histogram comparison is proposed by Swanberg et al. [21].
The partial difference DP(i,i+1,k) is measured by comparing the colour RGB histograms of the
blocks using the following equation:
DP ( i,i + 1, k ) =

n

∑ ∑

c∈{R ,G,B} l=1

( H ( l) − H ( l))
c
i

c
i +1

H ic ( l ) − H ic+1 ( l )

2

(4.15)

Then, Equation (4.5) is applied where ck is 1/b for all k.
Lee and Ip [22] introduce a selective HSV histogram comparison algorithm. In order to
reduce the frame-to-frame differences caused by change in intensity or shade, image blocks are
compared in HSV (hue, saturation, value) colour space. It is the use of hue that makes the algorithm
insensitive to such changes since hue is independent of saturation and intensity. However, as hue is
unstable when the saturation or the value is very low, selective comparison is proposed. To further
improve the algorithm by increasing the differences across a cut, local histogram comparison is
performed. It is shown that the algorithm outperforms both histogram (grey level global and local)
and pixel differences based approaches. However, none of the algorithms gives satisfactory
performance on very dark video images.

15

D3.3 Prototype on Cross-media Retrieval System
public

4.2.6.

Clustering-Based Temporal Video Segmentation

The approaches discussed so far rely on suitable thresholding of similarities between
successive frames. However, the thresholds are typically highly sensitive to the type of input video.
This drawback is overcome by the application of unsupervised clustering algorithm. More
specifically, the temporal video segmentation is viewed as a 2-class clustering problem ("scene
change" and "no scene change") and the well-known K-means algorithm [23] is used to cluster
frame dissimilarities. Then the frames from the cluster "scene change" which are temporary
adjacent are labelled as belonging to a gradual transition and the other frames from this cluster are
considered as cuts. Two similarity measures based on colour histograms were used: χ2 statistics and
the histogram difference defined in Equation (4.8), both in RGB and YUV colour spaces. The
experiments show that the χ2-YUV detects the larger number of correct transitions but the
histogram difference-YUV is the best choice in terms of overall performance (i.e. number of false
alarms and correct detections). As a limitation we can note that the approach is no able to recognize
the type of the gradual transitions. The main advantage of the clustering-based segmentation is that
it is a generic technique that not only eliminates the need for threshold setting but also allows
multiple features to be used simultaneously to improve the performance. For example, in their
subsequent work Ferman and Tekalp [24] incorporate two features in the clustering method:
histogram difference and pair-wise pixel comparison. It was found that when filtered these features
supplement one another, which results in both high recall and precision. A technique for clustering
based temporal segmentation on-the-fly was introduced as well.

4.2.7.

Feature Based Temporal Video Segmentation

An interesting approach for temporal video segmentation based on features is described by
Zabih, Miller and Mai [25]. It involves analyzing intensity edges between consecutive frames.
During a cut or a dissolve, new intensity edges appear far from the locations of the old edges.
Similarly, old edges disappear far from the location of new edges. Thus, by counting the entering
and exiting edge pixels, cuts, fades and dissolves are detected and classified. To obtain better results
in case of object and camera movements, an algorithm for motion compensation is also included. It
first estimates the global motion between frames that is then used to align the frames before
detecting entering and exiting edge pixels. However, this technique is not able to handle multiple
rapidly moving objects. As the authors have pointed out, another weakness of the approach are the
false positives due to the limitations of the edge detection method. In particular, rapid changes in
the overall shot brightness, and very dark or very light frames, may cause false positives.
Although introducing a novel approach to temporal parsing, especially the detection of
gradual changes, this algorithm does not bring any improvement regarding efficiency. It extracts
edges from the uncompressed domain, and by that intensifies feature extraction so that the overall
processing time increases.

4.2.8.

Model Driven Temporal Video Segmentation

The video segmentation techniques presented so far are sometimes referred to as data
driven, bottom-up approaches. They address the problem from data analysis point of view. It is also
possible to apply top-down algorithms that are based on mathematical models of video data. Such
approaches allow a systematic analysis of the problem and the use of several domain-specific
constraints that might improve the efficiency.
Hampapur, Jain and Weymouth [26] present a shot boundary identification approach based
on the mathematical model of the video production process. This model was used as a basis for the
classification of the video edit types (cuts, fades, dissolves). For example, fades and dissolves are
chromatic edits and can be modelled as:
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⎛
⎛
t⎞
t⎞
S ( x, y, t ) = S1 ( x, y, t ) ⋅ ⎜ 1 − ⎟ + S2 ( x, y, t ) ⋅ ⎜ 1 − ⎟
⎝ l1 ⎠
⎝ l2 ⎠

(4.16)

where S1(x,y,t) and S2(x,y,t) are two shots that are being edited, S(x,y,t) is the edited shot
and l1,l2 are the number of frames for each shot during the edit.
The taxonomy along with the models are then used to identify features that correspond to
the different classes of shot boundaries. Finally, feature vectors are fed into a system for frames
classification and temporal video segmentation. The approach is sensitive to camera and object
motion.
Another model-based technique, called differential model of motion picture, is proposed by
Aigrain and Joly [27]. It is based on the probabilistic distribution of differences in pixel values
between two successive frames and combines the following factors:
• a small amplitude additive zero-cantered Gaussian noise that models camera, film, digitizer and
other noises;
•

an intra shot change model for pixel change probability distribution resulting from object and
camera motion, angle, focus and light change;

a shot transition model for the different types of abrupt and gradual transitions. The
histogram of absolute values of pixel differences is computed and the number of pixels that change
in value within a certain range determined by the models is counted. Then shot transitions are
detected by examining the resulting integer sequences. Experiments show 94-100% accuracy for
cuts and 80% for gradual transitions detection.
Yu, Bozdagi and Harrington [28] present an approach for gradual transitions detection based
on a model of intensity changes during fade out, fade in and dissolve. At the first pass, cuts are
detected using histogram comparison. The gradual transitions are then detected by examining the
frames between the cuts using the proposed model of their characteristics. For example, it was
found that the number of edge pixels have a local minimum during a gradual transition. However as
this feature exhibits the same behaviour in case of zoom and pan, additional characteristics of the
fades and dissolves need to be used for their detection. During a fade, the beginning and end image
is a constant image, hence the number of edge pixels will be close to zero. Furthermore, the number
of edge pixels gradually increases going away from the minimum in either side. In order to
distinguish dissolves, the so called double chromatic difference curve is examined. It is based on the
idea that the frames of a dissolve can be recovered using the beginning and end frames. The
approach has low computational requirements but works under the assumption of small object
movement.
Boreczky and Wilcox [29] use Hidden Markov Models (HMM) for temporal video
segmentation. Separate states are used to model shot, cut, fade, dissolve, pan and zoom. The arcs
between states model the allowable progressions of states. For example, from the shot state it is
possible to go to any of the transition states, but from a transition state it is only possible to return to
a shot state. Similarly, the pan and zoom states can only be reached from the shot state, since they
are subsets of the shot. The arcs from a state to itself model the length of time the video is in that
particular state. Three different types of features (image, audio and motion) are used:
•
a standard grey-level histogram distance between two adjacent frames;
•
an audio distance based on the acoustic difference in intervals just before and just after the
frames and
•
an estimate of object motion between the two frames.
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The parameters of the HMM, namely the transition probabilities associated with the arcs and
the probability distributions of the features associated with the states, are learned by training with
the Baum-Welch algorithm. Training data consists of features vectors computed for a collection of
video and labelled as one of the following classes: shot, cut, fade, dissolve, pan and zoom. Once the
parameters are trained, segmenting the video is performed using the Viterbi algorithm, a standard
technique for recognition in HMM.
Thus, thresholds are not required as the parameters are learned automatically. Another
advantage of the approach is that HMM framework allows any number of features to be included in
a feature vector. The algorithm was tested on different video databases and has been shown to
improve the accuracy of the temporal video segmentation in comparison to the standard thresholdbased approaches. Unlike the algorithms presented in previous sections, model driven algorithms
for temporal video parsing tackled the problem of robustness and precision by applying more
complex analysis of extracted feature set. Methods that model the way videos are being edited [26],
[28] resulted in similar approaches that utilised compressed domain features. In addition, reported
precision and recall in [29] are high and even show that the algorithm is very reliable and robust to
camera and object motion.
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5. Cross-media retrieval integration
5.1.

The EASAIER system architecture

Figure 5.1. EASAIER global system architecture

Figure 5.1 shows the global system architecture of the EASAIER system. The cross-media
functionality is integrated in the components “Related media class” and “Web related media class”
in the main Access service. The “Related media class” uses the Sparql endpoint and rdf storage to
retrieve related media in the current archive. It could be any information type, such as videos,
biographies and photos. The “Web related media class” uses web-services available on the web for
from services such as Google, YouTube, Yahoo, Dailymotion, Amazon…etc… The information
retrieved from these web services is then re-formatted and merged to be embedded in the HTML
pages of EASAIER system results.
The following sections will detail the workflows for the different cross-media retrieval
scenarios.

5.2.

Web-related media workflow

The web-related media retrieval functionality is only available in the web client application
since the web client is more appropriate for this kind of search. The advanced client application,
named Sound Access, is dedicated to retrieval and track manipulation in the archive, whereas the
web client application is more devoted to quick search in the archive and cross-media retrieval.
Figure 5.2 presents a search done with the web client application. The user does a search
according to different criteria: author, title or any other criteria available on the archive. Then, he
can select a specific track and at this time a “web related media search” will be done automatically.
The workflow is depicted in Figure 5.3.
19

Result search for
author “Coltrane”

Track selection
Web related media search
launched automatically according
to the name of the author

Figure 5.2. Search for author “Coltrane” in the Web client application. The web related media search is launched automatically after the
selection of a track.
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Figure 5.3. Web Related media workflow

Figure 5.3 presents the workflow for the web related media. The author as selected a
specific track (author=”verdi”&title=”rigoletto”) and corresponding web related media will be
recovered automatically by the following way.
The web access service redirects the query to the main access service. The web related
media class will then interrogate different web services available on the world wide web (Google,
youtube, Dailymotion, Amazon…). The different results are then merged and re-formatted to be
embedded in an HTML pages. The reformatted result is then forwarded until the web client
application to be displayed.
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5.3.

Web-related content retrieval integration

The web-related media component has been integrated as part of the web client application.
Once a search performed using the web client application is successful (i.e. one or more results are
yielded from the querying the archive), each audio asset can be viewed in detail, with all the
metadata information, streaming audio or video etc. Alongside, the web-related media web service
delivers additional content in the form of the assembled results that were retrieved by posing the
metadata information to a set of predefined external content providers.
While the related media about the archive content’s assets stored by the EASAIER system is
static (unless manual metadata import takes place), the related media retrieved from the web may be
different each time a query about a specific resource is invoked.
For the majority of the external content providers, the REST [9] protocol is used to send a
request and retrieve the results in an XML format that adheres to a certain predefined structure.
Those XML results include URIs to multimedia resources on the web, such as images and video
and also any associated metadata, such as tagging information, a textual description or for example
the duration of a videoclip. Applying XSL stylesheets on the XML results, we are able to display
the results in a customized fashion, choosing the type and amount of metadata we wish to display,
the layout, size of embedded content such as images, etc.
In the following, we describe this workflow in a brief example that showcases the
communication between the EASAIER web client and the YouTube service.
Once a user selects an audio asset from the result list in the EASAIER web client, the Web
Related Media component uses the result’s metadata, such as the artist name, as the query
parameter to the external content providers. In the case of YouTube, the following message is
propagated to the YouTube REST API:
http://www.youtube.com/api2_rest?method=youtube.videos.list_by_tag&dev_id=l2xAWlLQ19A&tag=
john%20coltrane&page=1&per_page=3

The method youtube.videos.list_by_tag invokes the YouTube internal search engine to
search for videos that are associated with the specified tag keyword using the YouTube “byrelevance” ranking. The YouTube service uses its internal search engine, retrieving the most
relevant results, and sends back a list of results and metadata for each result in XML format:
<?xml version="1.0" encoding="utf-8"?>
<ut_response status="ok">
<video_list>
<total>1725</total>
<video>
<author>gsmaior</author>
<id>q6WwuxqXPOg</id>
<title>John Coltrane live</title>
<length_seconds>444</length_seconds>
<tags>jazz Coltrane</tags>
<url>http://www.youtube.com/?v=q6WwuxqXPOg</url>
<thumbnail_url>http://s2.ytimg.com/vi/q6WwuxqXPOg/default.jpg</thumbnail_url>
(...)
</video>
(...)
</ut_response>

For the web related media service, this XML document is subsequently processed using a
custom XSL stylesheet, generating the desired HTML markup. The following excerpt of the
corresponding XSL document gives an example of how to format the relevant metadata entries
inside an HTML table:
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<table>
<xsl:for-each select="video_list/video">
<xsl:variable name="seconds"><xsl:value-of select="length_seconds"/></xsl:variable>
<tr>
<td>
<a href="{url}"><img src="{thumbnail_url}" width="130p" height="100"/></a>
</td>
<td>
<div>
<a href="{url}" style="color:#00f"><xsl:value-of select="title"/></a><br/>
<span><xsl:value-of select="floor($seconds div 60)"/>:<xsl:value-of select="$seconds mod
60"/></span><br/>
<span style="font-size:10"><xsl:value-of select="tags"/></span>
</div>
</td>
</tr>
</xsl:for-each>
</table>

After applying the XSL stylesheet to the XML source, the resulting table element as part of
the HTML output looks as follows:
(...)
<table>
<tr>
<td>
<a href="http://www.youtube.com/?v=q6WwuxqXPOg"><img
src="http://s2.ytimg.com/vi/q6WwuxqXPOg/default.jpg" width="130p" height="100"/></a>
</td>
<td>
<div>
<a href="http://www.youtube.com/?v=q6WwuxqXPOg" style="color:#00f">John Coltrane
live</a><br/>
<span>7:24</span><br/>
<span style="font-size:10">jazz Coltrane</span>
</div>
</td>
</tr>
(...)
</table>
(...)

The representation of the HTML output can be customized further by associating a CSS template.
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6. Web related content retrieval components
Google

Google provides the AJAX Search API1 that allows the integration of their powerful search
mechanism in the form of an embeddable widget on a webpage. Upon browsing a result from the
EASAIER Web based client, the Web Related Media component is invoked, and the metadata from
the query result is posed as an initial query term to the Google pre-search functionality of the
embedded widget. When the page is loaded, the results from the Google web, images, video and
blog search are retrieved and displayed as part of the result page. The display and layout properties
of the Google search widget can be configured using Javascript. The actual communication between
the widget and the Google server happens through an AJAX component which relies on Javascript
code that is hosted remotely, i.e. by Google. Thus, any changes to the API won't mandate local
updates. The AJAX search widget takes a different approach than relying on sending REST or
SOAP based request and receiving and processing XML or JSON result sets. Using e.g. REST and
XML allows for more freedom for the developer to assemble the search results, by operating on raw
result data (image or video URLs and metadata for example). Google has recently released the
GData2 standard to communicate with the Google APIs as an alternative. GData relies on REST,
and it is heavily based on Atom and RSS technologies.
YouTube

YouTube is a platform that allows users to view and upload videos. Videos are associated
with textual descriptions, ratings, and tagging metadata that is created by the users. It is possible to
conduct a keyword search by rating, view count, age and relevance of the video. The query result
ranking by relevance uses the internal YouTube search engine algorithm. YouTube provides a
public API3 that allows users to conduct a search, and it is also possible to embed the videos hosted
by YouTube remotely inside a webpage. The YouTube search API currently used by the Web
Related Media component relies on HTTP REST, and query results are returned in XML. When the
Web Related Media component poses a query to YouTube, it specifies the query keywords, the
number of desired results and that the results should be ordered using the “by-relevance” ranking.
The results are sent back in XML and are then parsed by the Web Related Media component using
XSL. For each result item the video thumbnail and basic metadata such as the video's title, duration,
etc. are displayed. Clicking on the thumbnail of an item navigates the user to the YouTube page of
the video. Recently, YouTube has launched their new API YouTube GData API4, whereas the
REST API will remain being supported.
Yahoo Images & Music

Yahoo provides a web search service5 for the easy integration of Yahoo search results inside
a web page. We use the Yahoo Images and Music search services for retrieving relevant images
found by Yahoo on the web and related artists, respectively. The API relies on REST and query
results are sent to the requesting party in XML. Results are parsed by Web Related Media

1 http://code.google.com/apis/ajaxsearch/
2 http://code.google.com/apis/gdata/
3 http://www.youtube.com/dev
4 http://code.google.com/apis/youtube/overview.html
5 http://developer.yahoo.com/search/
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component using XSL, and the images and information about related artists are displayed as part of
the overall search results.
Amazon

The e-Commerce platform Amazon.com offers retail sales of a large variety of products.
Amazon Web Services provides an API6 with a large number of functionalities for websites and
client-side application. This includes the Amazon E-Commerce Service that allows product search
to retrieve information about items from the Amazon marketplace, such as images, reviews, etc.
The service can be accessed over HTTP using either REST or SOAP. The Web Related Media
component uses the REST based approach: a keyword query is posed to the service, and additional
parameters are set to make the query specify the type of results, including the category to be
searched which is set to “Music”. Results are transmitted in XML format and parsed by the Web
Related Media component using a predefined XSL document. The final output is the Amazon.com
web widget that contains informal product information, a thumbnail image of the item and an
external link to the Amazon web page of the item for additional information.
eBay

The online auction platform eBay offers an API for developers through the eBay Developers
Program7 for the implementation of applications that integrate with eBay. The services are exposed
over standardized protocols, including REST and SOAP. The Web Related Media component uses
the REST based approach to send queries; results are sent back in XML. The result consists of the
resulting top relevant items, according to eBay’s native search engine, like CDs, posters, collector
items etc. that are related to the resource. The XML result is parsed using XSL, and then embedded
in the eBay widget with the image of each item along with textual descriptions and external links to
the item’s eBay web page.

6 http://developer.amazonwebservices.com
7 http://developer.ebay.com/common/api/
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7. Related media in the archive
7.1.

Related media workflow

Figure 7.1. Related media workflow

The related media workflow runs automatically when a specific track is selected in the query
result tab of the EASAIER sound-access client application. The specific track has id=”123” which
correspond to the signal URI in the rdf storage. The main access service and specially the related
media class calls the SPARQL query generator class to get the correct query to interrogate the rdf
storage. The SPARQL query for related media is constructed according to the database ontology. It
can retrieve pictures of the authors, bibliography and any other information associated to the track.
The results are then send back to the client application for display.
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7.2.

Integration in the Sound access client application

Double-click

Figure 7.2. Related media in the archive

Figure 7.2 shows the way the related media retrieved from the archive are displayed. They
are retrieved according to a track result. It could represent any information related to the author
(bibliography, pictures…), the album (cover…), the current track (score, lyrics…) and more. All
related media retrieved and sent by the server will be displayed in the client application.
The related media can be opened on the client machine as long as the client has the correct
application to read the content. So video, pictures, textual information will be supported by most
client machines. If specific formats are used by an archive for related media they will be able to use
the EASAIER system without any further development. For example if scores are stored in a
specific format, the end user will be able to retrieve it with the Sound Access client and open it with
an existing application.
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8. Video analysis using spectral clustering to support

cross-media queries
Shot and scene boundary detection can be seen as essential steps of video analysis and
cross-media retrieval. Conventional shot detection methods analyze consecutive frame similarities
therefore most of the general information about the shot is lost. Our work is motivated by the
assumption that a shot boundary is a global feature of the shot rather than local. General knowledge
about the shot is cumulated during the time from the information included in every frame.
Information about the boundary is extracted indirectly from the information about the interaction
between two consecutive shots. Spectral clustering keeps each frame’s contribution in the objective
function. By optimizing the objective function when clustering frames, individual shots are
separated, and cluster bounds are used for detecting shot boundaries. Using all available data
describing the shot, improves the performance of the boundary detection algorithm. By keeping the
information in the objective function every frame of the shot has its contribution to the overall
knowledge about the boundary. As frames that belong to the same shot are temporally aligned,
cluster borders will be points on the time axis. In our algorithm spectral clustering algorithm
Normalized Cut [30] is used for clustering. Specially created heuristics is applied to analyze results
of the clustering and give final results. Clustering the whole video based on the visual similarity of
frames exhibit another interesting property. Resulting clusters will have visual similar frames no
matter if they are temporally adjacent or not. This feature can be used to automatically create video
summaries.

step1

t

step3

step2

Figure 8.1. Diagram of the spectral clustering algorithm. Step1: pair wise similarity measure is
used to map the underlying structure of the dataset to the similarity matrix. Step2: second smallest
eigenvector with nearly piece wise constant values reveals the block based structure of the
similarity matrix. Step3: information from the eigenvector is used to bipartition the dataset.

28

D3.3 Prototype on Cross-media Retrieval System
public

8.1.

Spectral clustering for shot boundary detection

As shown in figure 8.1, creation of the similarity matrix is the starting point of every
spectral clustering algorithm. MPEG-7 colour layout descriptor is used for the low level
representation frames. This descriptor is obtained by applying the DCT transformation on a 2-D
array of local representative colours in luminescence Y and chrominance Cr and Cb planes [31].
Every frame is represented by feature vector Fi with 58 entries. Similarity between frames is
calculated by:

wij = e

−

d ( Fi , F j )

σ2

(8.1)

where d ( Fi , Fj ) is the distance between two vectors as defined in [31]. Calculating frame by

frame, similarities for the whole video would take O(N2) operations, where N is the number of
frames. The number of operations can be reduced assuming that frames that are far away in the
temporal axis do not belong to the same shot. Specifically, we are using sliding window of 100
frames (100 << N) on which clustering is carried through. By using the sliding window number of
operations needed to analyze whole video is reduced from O(N2) to O(N).

τ Lτ 1 τ 2 τ 3

t

Figure 8.2. Similarity matrix eigenvectors used for finding the shot boundary candidates. Vertical
axes correspond to eigenvector entries, showing each frame position relative to the boundary while
each frame corresponds to a point on the horizontal axis. Possible boundaries are points on the time
axis, where the sign of the eigenvector is changed for the first time. τL is the starting point of the
analysis. τ1 ,τ2 and τ3 are candidates for shot boundaries.

Three eigenvectors corresponding to the second, third and fourth smallest eigenvalues are
used for describing the structure of video inside the window, Figure 8.2. Every eigenvector indicate
possible choice of the shot boundary: τ1 , τ2 and τ3. Candidates are chosen to be points on the time
axis where values of the eigenvectors change sign for the first time, Figure 8.2. The point τL is the
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starting point where the search for candidates starts, and is the minimal number of frames one shot
can have. Constraint on the number of frames in a shot is necessary as the quality of spectral
clustering depends on the size of clusters. [32] showed that if the similarity matrix is block
stochastic spectral clustering will give the perfect clustering, or in our case will find shot boundaries
[33]. In the simplest case, for cuts, the similarity matrix fulfil this condition so eigenvectors will be
piece wise constant. Consequently position of the shot boundary would exactly match the position
smallest shot candidate, τ1. In the case of the gradual change, the similarity matrix will have a
structure that is more or less similar to the block stochastic matrix, depending on the level of change
in frames. In order to detect and classify these changes properly further analysis of eigenvectors is
necessary. Lets define thresholds NCutL1, NCutL2 and NCutL3 for normalised cuts in τ1 , τ2 and τ3
respectively. Similarly, threshold values for the time difference τLi of the candidates depends on the
actual distance between possible boundaries:

τ Li = g (τ i+1 − τ i ), i = 1,2

(8.2)

The reasoning algorithm for the analysis of eigenvectors is then as follows:
Input: Eigenvectors cut points τ1, τ2 and τ3 with respective NCut values in these points.
Output: Single frame candidate for shot boundary
1. Initialize frame candidate: τB=τL
IF NCut(τ1)<NCutL1 THEN
2.
3.
IF (τ1 - τ2)> τL1 THEN τB=τ1; BREAK;
ELSE IF NCut(τ1)< NCut(τ2) THEN τB=τ1; BREAK;
4.
IF NCut(τ2)<NCutL2 THEN
5.
IF (τ2 - τ3)> τL2 THEN τB=τ2; BREAK;
6.
ELSE IF NCut(τ2)< NCut(τ3) THEN τB=τ2; BREAK;
7.
8.
IF NCut(τ3)<NCutL3 THEN τB=τ3; BREAK;
ELSE there is no boundary in the window
9.
Once the shot boundary candidate is found, statistical analysis of the NCut value in the
adjacent frames is done. First, NCut value is calculated for 5 frames before and after the τB. Mean
value μn and standard deviation σn of Ncut values are found. In [34] is showed that the performance
of shot detection methods can be improved by the use of a threshold that adapts itself to the
sequence statistics. Adaptive threshold used in our algorithm is defined by:
mT = TP ⋅ μ N + TD ⋅ σ N

(8.3)

where TP and TD are experimentally evaluated.
An adaptive threshold algorithm is applied to the objective function values. If the objective
function in point τB is less than the threshold defined in (8.3), τB is the shot boundary. If the
objective function is greater than the threshold, current window contain no shot boundaries. By
sliding the window over the time axis, whole video is segmented, and shot boundaries are extracted
independently of the category of the change.

8.2.

Shot boundary detection and key frame extraction using
recursive Normalized cuts

Another spectral clustering approach to the shot boundary detection problem is to apply
recursive clustering of frames within the sliding window until all borders are found. The motivation
for this is to avoid dependencies between video structure and strict rules defined in the previous
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subsection. The first step in the algorithm is the same as in section 8.1; a similarity matrix of the
sliding window is created. Recursive clustering is applied to all frames within the window. After
each clustering step as described in recursive clustering, the NCut value is compared to the
experimentally determined threshold NCutrecSD and the decision is made if cluster is found or if it
should be continued.
There are a few possible cases when clustering frames of the sliding window. The simplest
case is when there is no shot change in the window. This is indicated with ahigh NCut value in the
first step. If this is the case, sliding window is moved so the last frame of the window becomes first
frame of the newly positioned window. The second possible case is when there is one shot
boundary within the window. This case is also simple to resolve, since NCut value of first clustering
step is significantly lower than NCut value of the following steps, and at the same time it is lower
than threshold used for clusters detection. Frames belonging to different shots will be clustered to
distinct clusters, and the shot boundary is found as the point in time where clusters meet, as in
Figure 8.3. The case when there are more than two shots in the sliding window results in a number
of clusters distributed on the time axis. Shot boundaries are again found by looking for clusters
borders on the time axis in every clustering step until all clusters are found. It is possible that one
cluster contains frames that are separated in time. Even though these frames are clustered together
they will still be detected as distinct shots since every cluster change correspond to the shot change
Figure 8.3.
After the video is segmented into shots, we propose a new approach to estimate level of
motion activity and extract key frame representative of the shot. We use information from the
eigenvectors of the similarity matrix created from frames of each shot, and predefined reference
shot to estimate level of motion activity without use of motion vectors. Together with motion
activity estimation, information from eigenvectors is also used to find most representative frame of
each shot. The leading assumption for our approach is that eigenvector structure can be seen as
proper indicator of a dataset structure. By eigenvector structure we basically mean how close is the
eigenvector to the ideal case, with all entries corresponding to a single cluster being equal. We
define a measure for quantifying proximity of the real eigenvector to the ideal case and use it as a
motion activity level indicator. In [32], it is shown that eigenvectors entries can be seen in terms of
probabilities of Markov walk over the set of data points. It is also shown that if the stochastic matrix
of the Markov random walk is block stochastic eigenvectors will be piecewise constant.

31

D3.3 Prototype on Cross-media Retrieval System
public

(a )

1

(b)
0
0

100

200

300

400

1

(c )
0
0

100

200

300

400

(d )
0
0

100

200

300

400

1

(e)
0
0

100

200

τ1 τ 2

τ3

300

400

τ4 τ5

t

Figure8.3. Illustration of the recursive shot detection algorithm. (a) Pair wise similarity matrix
created from the frames in the sliding window. (b)-(e) Clusters of different recursive clustering
steps. Each point on the horizontal axis corresponds to one frame of the sliding window. For each
frame value of 1 or 0 is assigned based on the clustering result of each step. 5 shot boundaries are
found by detecting borders between on the time axis clusters in each step.
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This means that when in the step t and the walk is in state i, the probability pi,j that in the
next step t+1 the walk will move to any state j with pi,j>0 is constant and is equal to the stationary
distribution of node j, πj. The structure of the eigenvector can be seen in terms or Markov random
walks. We assume that the more one cluster is away from the ideal case, the more its eigenvalues
are far from the piecewise constant case. When moving away from the ideal, elements of the cluster
are connected with similarities that are not constant anymore and lay in some range. The more the
cluster is away from the ideal case, the bigger the range is. In the transition probability perspective
this means that probabilities from going to different points in the cluster is no longer constant,
resulting in a distribution which is also not constant for the members of the same cluster.
In order to be able to make use of the eigenvector structure we definea measure Mov(C) for
describing how much is a cluster C with nC frames away from its ideal case. Ideal case is
represented with mean value of eigenvector entries defined in equation dole. For every video we use
the most static shot ref with nref frames as reference cluster. To calculate Mov(C), we apply NCut
algorithm to the set of frames containing frames of the shot that we are analyzing on one side and
set of frames from the reference shot on the other side Figure8.4. We calculate the mean value of
eigenvector entries belonging to both clusters:
1
nc

∑x

1
nref

∑x

( 2)
xmean
(C ) =

( 2)

(i )

(8.3)

(i )

(8.4)

i∈C

and
( 2)
xref
(C ) =

( 2)

i∈ref

Mov(C) is then calculated using following equation:

∑ x (i) − x (C )
∑ x (i) − x
( 2)

nref

Mov(C ) =

nC

( 2)
mean

i∈C

( 2)

i∈ref

( 2)
ref

(8.5)

Motion activity measure defined in this way is ratio of average difference between
eigenvector entries and mean eigenvector value of cluster C and referent cluster ref. Level of
motion activity in the shot is than described with defined measure Mov(C). It is also possible to
estimate type of the change in the shot by analyzing the temporal structure of eigenvector entries.
Different types of motion activity will have different structure of the change on the time axis. For
example, a shot with global motion will have frames that are oscillating over the mean value, as
shown in Figure 8.4. On the other hand, shots with moving objects or with zooming effects will
have eigenvector entries whose values have tendency to grow bigger or to go lower over time, also
as shown in Figure 8.4. Since zooming is done smoothly, eigenvector values are also smoothly
decreasing. Key frame extraction is done using the same principles as motion activity estimation.
Key frame i of a shot S should satisfy following condition:

∑w
j∈S

i, j

⎧
⎫
= max ⎨∑ wm,n ⎬
n∈S
⎩m∈S
⎭

(8.6)

This means that the key frame will have the largest total similarity to all frames of the shot
S. Using eigenvectors frame i is found as the frame which second eigenvector entry x(2)(i) having
the largest absolute difference from zero.
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Figure 8.4. Different motion activities in shots. Column (a) shows eigenvector entries (blue line)
with respect to median eigenvectors value within the shot (green line). Horizontal axis represent
frame indexes, vertical axis represent eigenvector entries corresponding to each frame. Column (b)
shows absolute distance between each frame eigenvector entry and median eigenvector value. Used
in motion estimation algorithm, Row I shows the case of a shot with global motion. Eigenvector
entries vary over the median value during the time. Row II shows example of the shot with local
motion, with one object moving in the scene. Eigenvector entries uniformly decrease over the time
axis. Row III: Example of the zooming out shot. Eigenvectors are almost constant before zooming
starts when they significantly decrease in the short period of time.

8.3.

Experimental evaluation

We applied both Multiway cuts and recursive spectral clustering to various datasets and will
present results in this section. Datasets used in experiments was carefully chosen to include all
categories of shot changes. The first category of videos contains news videos that are used to test
the performance of the algorithm in detecting long shots with abrupt changes. 2431 seconds of news
videos with total of 388 shot changes is used. Next, a total of 1576 seconds of music videos is used
with 398 shot changes. In music videos there is no rule for modelling the structure of the shots. Fast
changes of scenes, extensive use of animation effects, and fast camera movements zooming in are
all factors that make the shot detection in music videos hard task. Finally, 1875 seconds of
documentary videos is used with a total of 332 shot changes. Documentaries are rich with gradual
changes between shots, intensive camera movements, and changes in the light intensities within the
shots.
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Figure 8.5 shows three typical cases from our experiments. Example of an abrupt change of
the shot is shown in the row I. Clear block structure is defined in the similarity matrix figure20 (a),
and all three eigenvectors have the cut in the same frame, Figure 8.5 (b-d). The case of a gradual
change is shown in Figure 8.5, row II. Block structure of the similarity matrix is not so clear in this
case which results in three different cuts in each eigenvector. To detect the proper position of the
shot change algorithm for eigenvectors analysis is employed. Finally the case where there is no
boundary in the window is shown in Figure 8.5, row III. All frames within the window have high
similarities, and resulting eigenvectors have unclear structure.

I
0 20 40 60 80 100

II
0 20 40 60 80 100

III
0 20 40 60 80 100

(b)

(a)

(d)

(c)

Figure 8.5. Three typical examples found in Multiway cuts experiments. (a) Similarity matrix. (b)(d) Second, third and fourth eigenvectors providing shot boundary candidates. Horizontal axis
corresponds to single frames (1-100) inside the sliding window. Respective eigenvector values are
shown on the vertical axis. First sign change in the eigenvector values indicates the shot boundary
candidate. Row I: Abrupt change of shots, similarity matrix has the clear block structure. All
eigenvectors give the same frame for cut candidate. Row II: Gradual change of shots, block
structure of the similarity matrix is not so clear like in the cut case. Every eigenvector gives
different candidate for shot boundary. Row III: No shot change within the sliding window. The
similarity matrix consists of frame similarities from the same shot.
Table 8.1. Boundary detection results for three different genres of videos.

Method

Video type

Multiway cuts

TP

FP

FN

Recall[%]

Precision[%]

News

312

63

76

80

83

Documentary

254

61

78

78

80

Music

306

54

82

76

78

News

350

32

38

90

91.6

302

42

30

90.9

87

332

45

66

88

83.4

Recursive Ncut Documentary
Music

Table 8.2. Boundary detection results for three different genres of videos
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Method

Data

Recall[%]

Precision[%]

Multiway cuts

TrecVid2007

72

53

Recursive

TrecVid2007

81

73

For showing the actual performance of the algorithm, standard precision and recall are used.
Results obtained with three different video types are shown in Table 8.1. TP refers to the number of
correctly detected boundaries. FP is the number of boundaries incorrectly detected, while FN is the
number of missed boundaries. Generally recursive shot boundary detector showed better results,
with precision and recall values around 90 percent. Multiway boundary detection showed to be less
stable to content change since set of rules defined for boundary detection put too many constraints.
On the other side recursive NCut is completely independent on the dataset since NCut threshold is
only value which depends on actual data, that algorithm uses to detect boundaries.
Boundary detection for music videos was a difficult task. Total editing freedom makes it
hard to use some predefined reasoning for eigenvectors analysis. A high number of false positive
results was due to big changes in scenes like change in the light, overall colour of the scene and
extensive use of animation effects. This resulted in a change of the colour appearance of frames,
which is reflected in big distance between feature vectors. However, even with many factors that
make shot boundary task difficult for music videos, the results were reasonable.
In this chapter we introduced a shot detection method that segments the video by using
spectral clustering technique. We tested out algorithms with TrecVid2007 dataset. We participated
in TrecVid shot boundary task with Multiway cuts algorithm. To compare both algorithms we also
ran the recursive NCut boundary detector on the selected set of TrecVid videos. We present
TrecVid results in the Table 8.2. It is described how objective function, optimized by spectral
clustering, can save the contribution of each frame to the overall structure of the shot. Performance
of the algorithm for spectral clustering of frames into shots together with applied heuristics for
eigenvectors analysis is tested on three different video genres. It is shown that performance of
algorithm is highly dependent on the choice of the similarity measure. We are investigating ways to
improve the similarity measure between frames. By making the similarity matrix less sensitive to
changes in the video clustering results will expose the video structure more reliable. We also
showed that by extending the domain of clustering from frames to shots, it is possible to cluster
shots with similar content into same cluster. This property of our technique can be extended to
enable automatic creation of video summaries
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9. User Evaluation
This section discusses feedback from the student evaluators provided in their written
evaluations of the client from Apr 08, focussing on their comments relating to performance,
usefulness and usability of the cross-media retrieval system. It should be noted that they were
testing an Alpha release of the client and, as such, were unable to examine some aspects such as
precision and recall, as they were only using one query. However their comments are enlightening
and offer some useful guidance about their contexts and uses which should inform development of
this aspect of the EASAIER system.
All of the students, except one who made no comment, were supportive of the system
offering a range of types of media to the user based on an initial search query:
‘I would like to see videos relating to performer, composer or style of music
connected with a music file, giving the user option to browse through this type of media,
which would be another attracting feature of the EASAIER program.’ (002)
‘I thought that it was very smart how when you picked your piece of music that in
the information section it loaded up related pictures to your music. I thought that it might be
even more helpful if it brought up related videos, possibly of people playing the piece’ (005).
‘I noticed the related media section as being very useful with images and such like
that connects with the entered search’ (010)

A range of media were proposed which they felt would be useful to them as practicing
(mainly) classical musicians. These are listed below in full. Some are derived from the evaluator’s
comparisons with other services they were familiar with, such as Naxos Music Library and Grove
Music Online.
Text:
Pronunciation guide of composers and performers
List of composers with biographies and discographies
‘Junior section’ which contains the story of classical music, music for kids, meet the
instruments of the orchestra
Glossary
Sound files
Images
Historical information
Top songs
Other users purchases
Scores (notated music)
Biography of composer and some dates (composer’s dates, premier dates)
Opera synopsis and libretti
Biographies of the artists and composers
Articles
Sleeve notes
Audio:

History of Opera
Pronunciation guide
Glossary
Fundamental terms
Podcasts
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Text searches
Albums
Several different recordings of same work
Audio commentary by professional
Gathering many interpretations of a piece
Original version of a transcribed piece
Video:
Videos relating to performer, composer or style of music
Videos (with pause and rewind)
Videos of people playing the piece
Images:
Visual photographs
Front covers of the music
CD covers
Score covers
Related art
Images

These students generally state they would use EASAIER to help them practice and improve
their performance skills, rather than analyse content. There was a general call for a wide range of
multimedia to be offered in search results, including images, video, biographies, libretti, lyrics,
notated scores:
If, for example, I was playing a transcription of a Bach cello suite, I would be able to
search for a recording (of both the transcription and the original depending how wide I
make my search), then in the related media tab I would be able to browse articles, CD
covers, sleeve notes, available score covers, related art (for example a Debussy search may
yield a Turner painting), all of which are useful not only for studying my instrument and
repertoire but also for writing general history of music essays for coursework. (009)

Comparisons were made with Naxos frequently, which they feel has wide coverage, and
they wanted to have confidence they had a similar choice of material which they could then narrow
down by gradually refining their search using the search parameters. These comments should be
taken in the context of their evaluations. During the testing of the client it was only possible to
retrieve and interact with one piece of music. This limited the ability of the students to test the range
of materials available from the system, so their comments are based on a hypothetical stance,
although the range of media offered by the system (audio, image, video, text) are representative of
the software’s functionality.

9.1.

Discussion

These users are enthusiastic about the potential of integrated software such as EASAIER.
Their evaluations applaud the ability of the package to offer links between media, saving them the
trouble of searching elsewhere. They are therefore keen that a search will offer a range of material
that reflects their needs:
‘if the program had a function to download a score and to let the musician follow it whilst
the music was being played, this would be the most helpful thing in the world.’ (004)
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‘an extra part of the system which would make it an invaluable resource would be the
addition of scores. The scores would be on a tab like the video tool and would scroll along
with the music so that it would be possible to see how the piece was written as well as what
it sounds like.’ (003)

This presents some difficulties. While it is possible the collection they are searching does
meet the user’s criteria for relevant surrounding material, it is equally possible this is either not
accessible for some reason, technical or legal, or does not exist. It is important, therefore, to educate
the user about the range of choice available for multimedia and give them the option to expand or
contract the search to include or exclude certain items or types of material. This should be flexible
to realistically represent the content of the collection. The range of material requested by the
students (above) indicates a need for careful indexing and additional generation of bespoke items
specifically for the EASAIER user, such as commentaries.
‘Unlike EASAIER, Naxos also contains audio tools for the user, which comprise of audio
transcripts for example the History of Opera, Pronunciation Guide, Glossary, Fundamental
Terms, Podcasts and Text searches. I think EASAIER could be improved if it also
incorporated some audio tools to give different mediums to the user.’ (001)

Scores were mentioned frequently and a score-following functionality would certainly
enhance these users’ experience. Although these users focus on Western art music, referring to
opera synopses and libretti, for example, these comments are easily transposed to other genre users,
such as pop or folk musicians who could be offered lyrics and performer histories, for example.

9.2.

Summary and conclusion

We have shown how this group of user evaluators are keen to be offered a range of
multimedia related to their initial query. Amongst the key media they request is:
• A range of audio examples of performances of the same work,
• notated music which they can follow while listening to a piece,
• video of performances which they can interact with,
• backup historical and contextual text material
• backup historical and contextual visual material
• backup historical and contextual audio material
It is recommended that the search system will allow the user to refine the query to reflect
their contextual needs at the time of the search, within the constraints of the collection(s) being
used.
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