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Abstract  

The EASAIER Sound Object Representation system of Work Package 4 aims to identify key 
features in the audio content of a sound archive, and to segment the audio streams in various 
ways based on their content. The audio is initially segmented into music and spoken audio. The 
following steps in Sound Object Recognition then utilize algorithms to separate and identify the 
individual speakers and musical instruments. Furthermore, higher level feature are identified 
such as notes, words and emotional content.      
 
The Sound Object Representation system has 3 components; segmentation of musical and
spoken audio, separation of individual sources, and identification. This document describes the 
functionality of each of these systems, how they are specified, and how they will be integrated 
into an archiving system for the EASAIER prototype. 
This deliverable is based on the documents published on the EASAIER restricted website and 
prepared by WP4 contributors. 
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1. Executive Summary 
WP4 is dealing with manipulation of raw audio represented at different levels of 
abstraction for the purposes of efficient querying. To query in an efficient way the audio 
is converted to  speech based audio into rich text, which is a highly compressed 
representation of the sound object. This representation allows the audio to be retrieved 
using standard string searching techniques.  

The audio content dealt with in EASAIER will fall into two main categories; speech 
(telephone conversations, broadcast recordings, etc…) and music. 

In WP4 the partners developed 4 main sub-systems: 

• Segmentation – This sub-system is developed by QMUL, though it utilizes 
various segmentation techniques developed by DIT, QMUL, NICE and ALL. It 
also enables the identification system to use high level features.  

• Separation –  This sub-system is developed by DIT enabling the audio stream to 
be divided into music and spoken audio.  

• Speaker Identification – This sub-system is developed by NICE and uses 
algorithms based on vocal “fingerprint” to identify speakers.  

• Instrumental Identification – This sub-system is developed by QMUL and DIT. 
The current implementation will be improved upon throughout the course of the 
project. 

Section 2 will describe the user needs and requirements and the usefulness of the 
segmentation, separation and identification techniques to achieve those needs.  

Section 3 describes the role of this deliverable within the EASAIER project. It will 
describe how the segmentation, separation and identification techniques are related to 
the overall EASAIER system. This section will discuss any dependencies relating to the 
module including the input output structure associated with it.  

4Section  introduces the Segmentation sub-system, describing its functionality and 
elaborating on the “descriptors” (feature extractors) plug-in and framework. 

Sections 5 and section 6 describe the segmentation techniques for speech and music. For 
audio we elaborate on detection of Speech/non-speech, emotion, and speaker. For music 
we elaborate on detection of bar-line and structure.  

Section 7 describes the separation sub-system. It refers to the task of taking a signal(s) 
containing a mixture of many different sources and extracting each of these individual 
sources from the mixture. 

Section 8 and section 9 describe the Speaker Identification and Instrumental 
Identification sub-systems, which will take the independent sources as generated by 
Separation sub-system and use prior knowledge by way of a sound source database to 
identify the types of sources being used within an audio stream.    

Conclusions and discussion of future work regarding improvements to the algorithms 
and signal processing techniques are provided in the sections where those techniques are 
discussed. However, Section 10 provides some conclusions regarding the deliverable 
and mention of the future work regarding integration and evaluation. 
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2. User Needs and Requirements 
This section describes the user needs and requirements and the usefulness of the Sound 
Objective team in meeting these needs and requirements. 
 
Segmentation  
 
Audio and audio-visual material will often have a mixture of music, speech and non-
speech. The AHRC ICT strategy project report noted that audio files with mixed speech, 
music and noise are difficult to search[1]. Ethnomusicologists have pointed out that 
field work often includes making recordings that feature both speech and music. The 
wish for quick access to particular segments of either speech or music in a mixed audio 
or audio-visual file has been noted within this specialist group[2].  
 
Speech Segmentation Techniques 
 

• Speech Non-Speech Detection: This will enable users to find those sections within 
an audio file where speech is detected, and non speech. This will be useful where 
interview material is to be reviewed, as well as those audio records where aural 
phenomena (other than speech or music) is discussed, for example, soundscapes 
and the audio properties of flora and fauna. 

 
• Emotion Segmentation: Locating the emotional points of interest within a speech 

audio file has applications in oral history, the study of public speaking and acting. 
This feature will also assist in those using speech audio material for learning 
dialects and accents[3]. 

 
• Speaker Segmentation: This feature will reduce user time spent scrutinizing a 

speech audio file for the purposes of sectioning out spoken content from one or 
more speakers. In the course of their research, oral historians will spend a large 
amount of time listening to audio tracks for the purposes of sourcing specific 
speakers and/or material, whereupon they will manually transcribe the material 
they wish to address. Speaker separation would enable faster sourcing of spoken 
material and greater clarity in their manual transcription of the speech audio file. 

 
Music Segmentation Techniques 
 

• Automatic Bar-line Segmentation: This feature will assist in manual transcription 
of musical tracks, particularly of those tracks with time signatures that are difficult 
to detect from listening alone. While an experienced ear will be able to pick where 
bar lines are situated, those users without such experience will benefit from this 
function, e.g., school pupils. 

 
• Musical Structure Segmentation: Segmentation according to structure (e.g. chorus 

and verse) will have immediate applications in music learning environments such 
as schools and home-learning, where structural elements of time-based media (i.e. 
music as it is listened to) are often difficult to convey and discuss.  

 
Sound Source Separation 
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• Instrument Track Decomposition: A user needs study [4] carried out in 1997 for 
the Harmonica project presents a wish-list of functionalities for a music library, as 
suggested by MA in Musicology students at the Sorbonne, Paris. The wish for 
instrument track decomposition featured on this list. The popular and long running 
series of play-along classical music recordings ‘Music Minus One’, where the solo 
part is muted so the user may play or sing it, is an example of the demand for this 
type of functionality[5]. This technology also has applications within the study of 
ensemble performance practice, where one performer can be extracted from the 
group for close listening. 

 
Sound Object Identification  
 
This functionality informs users of where in an audio stream a certain person speaks, in 
addition to this person being identified. This function will automatically identify the 
types of sources being used within an audio stream. That is, speakers and musical 
instruments will be automatically recognized and labeled.  
 

• Speaker Identification: This feature was noted as highly desirable when mooted at 
a presentation of the EASAIER project at a recent Oral History conference[6]. 
Recognizing individual speaker’s voices will have a large and immediate impact 
on those spoken word archives featuring a high number of identifiable speakers, 
e.g. those with audio collections of political speeches. Researchers will be able to 
source a specific voice quickly, cutting back on time spent listening through audio 
files. 

 
• Instrument Identification: This tool has obvious use in the classroom, where school 

pupils unfamiliar with instruments’ respective timbres will be able to learn about 
these instruments in an interactive manner. 
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3. Relationship to other Work Packages 
The EASAIER project is comprised of 8 work packages, of which Work Packages 2-7 
have strong technical components and are highly interrelated. The following table 
summarises the important features of the other technical Work Packages as they relate 
to WP4 and to this deliverable. 
 
Table 1. A summary of how other EASAIER Work Packages relate to Segmentation, Separation & 
Speaker/Instrument Identification. 

# Title Description Inputs to D4.1 Outputs from D4.1 
2 Media 

Semantics and 
Ontologies  

Provides the structure of the 
descriptors describing all 
resources and the 
relationships between them. 

The ontology will describe 
how resources are organised 
and connected  

Features from 
segmentation and 
identification methods will 
be used to populate the 
ontology. 

3 Retrieval 
System 

Provides the methods and 
techniques for search and 
retrieval of the multimedia 
resources. 

Functionality of the retrieval 
system dictates which 
features we wish to extract 
from audio. 

These features represent 
the fields, metadata and 
representations on which 
searches are performed. 

5 Enriched Access 
Tools 

Construction of tools 
enabling a more enriched 
experience when accessing 
the media in the sound 
archive 

The requirements for 
separation in WP5 dictate 
additional functionality of the 
separation prototype 
described in D4.1. 

The Separation technique 
is used simultaneously in 
WP5. 

6 Intelligent 
Interfaces 

Integration of software 
components from other Work 
Packages and development of 
a unified interface. 

System Architecture 
approach may constrain the 
specification of the 
segmentation, separation and 
identification techniques, 
primarily in terms of 
computational efficiency. 

Feature extraction 
techniques are devised for 
use in the archiver 
application. 

7 Evaluation and 
Benchmarking 

Assess all aspects of the 
EASAIER system. 

Specified user needs from 
published studies and 
interviews. User scenarios, 
wish lists, benchmarking and 
critique. 

Deliverable prototypes 
(embedded in user 
interface) for captive end 
user group testing and 
testing by select members 
of Expert User Advisory 
Board.  

4. Segmentation Overview 
Automatically extracted features from audio assets play a major role within the 
EASAIER project as they enable search and retrieval, advanced visualizations and 
metadata-driven audio processing. 
 
The EASAIER system is designed to use two classes of features extraction algorithms: 
 

1) Low-level extractors that perform a frame-based analysis of the audio assets in 
order to extract abstract features based on spectral and time domain data that are 
primarily “machine-readable”. 

2) Mid / High level extractors that process the audio assets in order to infer a series 
of descriptors that are specifically relevant to music and speech and are both 
“human-readable” and compatible with the system's ontology.  

 
The first class of extractors return descriptors that are mainly employed by the system to 
perform similarity-based queries on musical audio: i.e. once an audio asset has been 
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retrieved, it allows to find other assets that exhibit some degree of similarity in terms of 
macroscopic structure, timbre and harmonic profile.  
Low-level extractors are also used to determine features, such as a voice print or a 
speech model, that allow the system to search and retrieve speech audio assets 
containing a specific speaker or a phoneme.  
 
The mid and high-level extractors, instead, return features that can be directly 
understood by the human end user in order to perform parametrized searches based on 
specific musical and speech descriptors; typical query examples include but are not 
restricted to: 
 
− finding assets that contain exclusively musical audio or speech 
− finding musical assets that exhibit a specific tempo, meter, key or instrumentation 
− finding speech assets that contain speakers of a specific gender that exhibit a 

particular emotion (laughter, excitement)    
 

Whilst the majority of low-level features extractors return no timing information, all 
mid and high-level features extraction algorithms developed by the consortium are 
designed to identify events occurring on the assets' timeline in a time-synchronous 
manner. 
These events are characterized by five main parameters: 
 

• The type of event, for instance a beat, a tempo change, an instrument, a note, the 
gender of a speaker, etc. 

• The numerical value or label attached to the event, for example 120 bpm, “B 
flat”, “female”. 

• The time-stamp, describing the onset of the event to the nearest nS. 
• The offset or the duration of an event, again with nS resolution. 
• A “confidence level”,  consisting in an indication of the reliability or robustness 

of the result returned by the algorithm. 
  

This approach offers considerably more flexibility compared to systems that assign 
single “global” descriptors to a given audio asset. For instance, in the case of mixed-
content audio files, it allows automatic discrimination of segments containing music, 
speech or other components or, in the case of a large audio asset such as a podcast, it 
allows the retrieval of multiple segments of interest. Also, for the purpose of 
parametrized search and retrieval, this “localized” description approach delegates the 
task of assigning global descriptors to the system ontology, rather than to hard-wired 
plugins, thus enabling the implementation of different decision strategies that can be 
customised according to the type of repository. 

The wealth of information offered by time-synchronous events can be readily visualized 
by the EASAIER browser, thus providing the end user with an intuitive way to examine 
the structure and characteristics of the retrieved assets. 
 

4.1. Feature Extraction Plugins 
In order to facilitate the integration of the source code developed within EASAIER, the 
consortium has adopted the VAMP audio processing plugin system as a common 
strategy for delivering feature extraction algorithms. This application protocol interface 
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was developed at QMUL specifically for the purpose of providing an easy to use, yet 
complete, data transducer capable of accepting multi-channel PCM data as its input and 
of delivering multiple outputs consisting of time-stamped complex multidimensional 
data with labels.  
 
A VAMP plugin can return extensive information regarding its behaviour to the host 
application: 
 
- the optimal input window and increment size required by the underlying feature 

extraction process. 
- the minimum and maximum number of input channels that can be handled. 
- the number of returned feature outputs. 
- the required domain of the audio input (time or frequency). 
- the machine and human-readable identifier of the feature extractor. 
- copyright information. 
 
Some feature extractors may require frequency domain rather than time domain inputs, 
this information signals the host to take responsibility for converting the input data 
using an FFT of windowed frames, this is to simplify the internal plugin process and to 
leave the best choice of FFT implementation to the host developer.    

The host application can request a VAMP feature extractor to provide a complete 
description of each of its outputs; this is defined by a structure containing the following 
information: 
 

- the output name both in “computer-usable” and “human-readable” forms 
- a string with the description of the output. 
- the unit of the output. 
- the number of values per result of the output (e.g. multiple frequency bins). 
- the names of each value in the output. 
- if appropriate, the minimum and maximum values of the results in the output. 
- if appropriate, the quantization resolution of the output values.  
- An indication whether the results are evenly spaced in time with a fixed sample 

rate or consist in values with individual timestamps. 
 
Each output then consists of a vector of “Features”, containing the following 
information: 
 

- The timestamp of the extracted feature: this gives an indication of the time of 
occurrence of the event along the audio timeline. 

- The numerical result of a single sample of the feature. 
- The label for the sample of the feature. 

 
While VAMP plugins receive data on a block-by-block basis, they are not required to 
return an output immediately on receiving the input. This allows non-causal feature 
extractors to store up data based on the input until the end of a processing run and then 
return all results at once. 
 
In the EASAIER system a figure for the duration of detected events and the reliability 
of the extraction process are required, along with the time stamp and the numerical and 
string values, in order to correctly populate the ontology and to provide a warning 

 11



D3.1 Retrieval System Functionality and Specifications 
 

during the archival process that data may not be robust enough for inclusion in the 
repository.  
The output data type in the current implementation of VAMP do not provide directly 
this extra information, although this is likely to be implemented in a future release of the 
API hence, as an interim solution, each VAMP plugin is currently required to have three 
separate outputs representing, respectively, the detected event and associated onset 
time-stamp, the detected event and associated offset time stamp and a reliabilty figure 
for the detected event.   

4.2. Feature Extraction Framework 
One of the project's deliverable is a server side archiving application that allows content 
providers to enter automatically extracted meta-data from audio assets in the EASAIER 
system. Although the design of such tool is still at an early stage, an initial strategy for 
the automatic extraction of descriptors has been implemented. 
The approach consists in a VAMP host that loads and configures features extraction 
algorithms from a common pool of VAMP plugins according to a schema specified by 
an XML file (Figure 1). 

 
Figure 1: Features extraction schema 

 
This simple schema file contains information that allow the host to: 
 
− Load a named feature extraction algorithm. 
− Open the correct binary (DLL) containing the algorithm. 
− Configure the algorithm's internal parameters 
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− Enable or disable the inclusion of specific outputs from the plugin in the exported 
data. 
   

Once the extraction schema is validated, the host starts to process sequentially all audio 
assets contained in a repository (Figure 2), loads the appropriate features extraction 
algorithms and outputs data to a module that converts the VAMP format into the 
appropriate RDF format used by the EASAIER ontology (Figure 3). 

The RDF describes events detected on each asset and contains information concerning 
the asset's URI, the type of event, the position on the timeline, its extent and its attached 
numerical value and label. 

Extraction 
Schema  

Description

 
Figure 2: Features extraction in EASAIER 

 
A set of functions for the creation and editing of features extraction schema has also 
been developed. The tool is encapsulated in a C++ class providing the following 
methods: 
 
− XMLNode BuildFromPluginFolder( string path ): Searches for VAMP plugins in 

directory "path" and builds an extraction  schema described by an XML node. 
− void SaveExtractionSchema( string path, XMLNode mainNode ): Saves the 

Extraction Schema described by the XML node as an XML file 
− XMLNode OpenSchema( std::string XMLPath ):  Opens an XML schema file. 

Returns the schema as an XML node structure  
− vector<string> ShowExtractorsInSchema( XMLNode SchemaTopNode, string 

visualise ): shows features extractors in XML schema described as an XML node 
− vector<string> ShowExtractorOutputs( XMLNode SchemaTopNode, string 

featurename, string visualise ): shows outputs of feature extractors in XML node 
− vector<string> ShowExtractorParameters( XMLNode SchemaTopNode, string 

featurename, string visualise ): shows parameters of feature extractors in XML node 
− XMLNode RemoveExtractorFromSchema( XMLNode SchemaTopNode, string 

featureName ):Removes named feature extractor from XML Extraction Schema 
− XMLNode ChangeOutputStatus( XMLNode SchemaTopNode, string featureName, 

string outputName, bool status ): Enables/Disables Output of selected feature 
extractor 

Input Audio 
Assets 

Features
Extraction 

Host. 
RDF Output 
(to Ontology) 

VAMP to 
RDF 

Converter 

Features extraction 
algorithms pool 

 
 
 

Vamp 
1 Vamp 

2 
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3 

Vamp 
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4
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− XMLNode ChangeParameterValue( XMLNode SchemaTopNode, string 
featureName, string parameterName, float value ): Modifies Parameter value of 
selected feature extractor 

 
 
 

 
Figure 3: Extracted Features in  RDF N3 Format 

 
A demonstrator for both the schema-driven feature extractor and the schema editing tool 
has been built using a Win32 interface (Figure 4).  
The application allows batch processing of both MP3 and PCM file formats and can 
either load a pre-existent XML schema or build one from scratch using a pool of VAMP 
plugin Dlls contained in a directory.  
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Figure 4: Batch Features 

 

5. Speech Segmentation Techniques 

5.1. Speech/non-speech detection  
 

 
User case scenario: old radio broadcasts with speech and music 
 
Having downloaded some of an old radio broadcast of African township jazz from 
the African Writers’ Club Collection housed at the British Library’s Archive 
Sound Recordings website, Howard found that having listened to the whole 
programme from start to finish, he decided that for further listening he wished to 
hear only to the five jazz pieces on the programme, and skip the spoken 
introductions – some of which were quite long in duration. Using EASAIER’s 
Speech and Music Segmentation, Howard could access the next piece of music 
in the programme simply by clicking his mouse, without having to ‘fast forward’ 
the audio file or listen to the spoken introductions. 

 
 
The task of speech/music (and other, such as environmental sound) detection is an 
essential first step in the segmentation and classification of the audio content. It 
determines whether instrument identification or speaker recognition will be used, and 
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which other sound object recognition techniques may be applied. However, 
determination of what is music is a poorly defined and highly subjective task. Without 
prior knowledge or suitable constraints, the variety in what may be considered music is, 
in general, far too great for any single algorithm to cover all possibilities. Thus, we take 
the approach of classifying the audio into speech and nonspeech, and assume that audio 
segments which are not silent nor speech, and which last for suitable duration are most 
likely music. If they represent background noise or other sounds, then they will simply 
yield a null result when other music processing algorithms are applied. Thus 
speech/non-speech segmentation forms the first stage of segmentation of all audio 
content.  

Speech/non-speech detection is also important for algorithm performance improvement 
in major speech processing tasks like speaker recognition and speech recognition 
algorithms. It has often been shown that model-based algorithm performance degrades 
considerably due to the existence of non-speech segments in the audio, thus these 
segments must be located and removed from the analysis.  

The aim of the speech/non-speech detection algorithm is to distinguish between speech 
and non-speech segments. Based on the speech/non-speech detection, audio analysis 
algorithms may then filter the non-speech segments.  

Figure 5 shows a block diagram of speech/non-speech detection algorithm. 

 
Frequency

Domain
Transform

Frequency
Domain
Analysis

Speech
Signal Input

Speech/Non-
Speech flag

Score
Calculation Decision

 
Figure 5: Block diagram of speech/non-speech detection algorithm 

Initially the signal is framed and frequency domain features are extracted from each 
frame. Based on the frame’s features a scoring mechanism is calculating a score that 
represents the probability that the said frame is a speech frame. A decision mechanism 
is applied in order to produce the final decision regarding each frames origin 
(speech/non-speech).  

Speech/non-speech scoring 
Speech/non-speech scoring 

The speech/non-speech score is composed of 4 tests, a sttationary test, a skew test, a 
music test and a smoothness test. We will discuss in detail each of these steps. 

1) Stationary test – A voice signal is non-stationary, as opposed to noise and 
tones.  

• Locate frequency peaks after DC removal.   
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Figure 6. The effect of DC removal for pre-processing the audio before speech/non-speech 
detection. 

• Calculate the 1st and 2nd moments of the first 3 peaks found. 

• If the absolute value of the difference between the current 1st moment (M1(i)) 
and the previous 1st moment (M1(i-1)) is greater than the threshold, then the 
signal is not stationary. This is because, if the signal is stationary, the FFT of 
consecutive frames will look similar and the static moment is an indication of 
that.  

 
2) Skew test – Non-speech has greater probability of being positively skewed. If 

the signal is positively skewed it is recognized as non-speech. 

The skew is calculated by comparing the highest peak to the 1st moment: 

If  Largest_peak > M1 

 Prob=0.9*Prob+0.l 

Else 

 Prob=0.9*Prob  

In effect, we scale down the probability of the segment being speech if there is positive 
skew, and increase the probability if there is negative skew. 
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Figure 7. Depiction of the FFT of a speech signal (left) and a noise signal (right), with the first 
moments also shown. 

Note that, in Figure 7, in the FFT of the speech signal, the largest peak is found to the 
left of the 1st moment. In the FFT of the noise signal, it is found to the right of the 1st 
moment. 

3) Music test – In general speech energies are concentrated in the low band area 
(up to 2600Hz). In music the energies are not necessarily concentrated in the low 
band. This means that comparison between the energies in the low and high 
bands may help distinguish the signal type (speech or music). 

• Calculate the ratio of the energy in the low and high bands, as shown in Eq. (1),  
and compare this to a threshold. If smaller than the threshold, the probability of 
the audio segment being music is increased.   
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Figure 8. A depiction of the spectra of a speech signal (left) and a music signal (right) which 
demonstrates that the speech signal is more commonly concentrated in the low frequencies. 

As can be seen from Figure 8, as opposed to music, in speech the energy in the low 
bands is significantly higher than the high band energy.  
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4) Smoothness test - Test the FFT for smoothness. A noise signal will typically 
have a very irregular FFT.  

  
Figure 9. A comparison of the spectra of a speech signal on the left and a white noise signal on the 
right. 

This can be seen in Figure 9, where the speech FFT is much smoother than white noise 
FFT. The smoothness test is thus given in Eq. (2); 
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where 

 MinF = minimum frequency (125Hz) 

MaxF = maximum frequency (3125Hz) 

Val(l) = minimum point at the left of peak(i) 

Val(r) = minimum point at the right of peak(i) 

Finally, Figure 10 shows the scoring vs. time for different audio types. The audio stream 
consists of a speech wave with white noise, pink noise, a tone, DTMF (a dual tone multi 
frequency, as generated from touching a telephone’s touch keys) and music 
interruptions. The red curve depicts the final speech/non-speech scoring.  
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DTMF Tone Music White noise Pink noise  
Figure 10: Speech scoring vs. time for different audio type  

 

Future Work 
Audio segmentation techniques extract the proper descriptors in order to index audio 
events. Those descriptors are not only important for efficient query but also important as 
pre-filtering techniques to enhance the performance and robustness of following 
modules. For example, speech/non-speech detection is a mandatory process before 
activating any speech analysis algorithm in a telephony environment.  The success of 
the query in the EASAIER project is very much dependent on the accuracy of the audio 
segmentation techniques. For future work the challenge in the speech/non-speech 
algorithm is with handling different kinds of music since the current algorithm was 
tested only on on-hold music in a call-center environment.  
 
 

 
User case scenario: bird enthusiast 
 
For a week in the summer, Jim is going on a bird watching holiday in Sweden. 
Having sourced pictures of the birds he is likely to see, Jim now wants to become 
familiar with their respective birdcalls. Having downloaded a podcast of a 
Swedish radio programme on birds, Jim can use EASAIER’s Speech/Non-Speech 
Segmentation to display where in the audio file the birdcalls appear. This is 
useful for Jim because can only speak a small amount of Swedish, so much of the 
spoken part of programme would not be of value to him. However, to hear the 
various calls of the birds he would be looking for on his holiday filled Jim with 
excitement and anticipation. 
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5.2. Emotion segmentation 
 
Emotion detection is defined as the ability to spot speaker emotional events in fluent 
speech. Those emotional events include happiness, frustration, anger, and many more. 
The correlation between the change in speech features and the emotional state of the 
speaker has been the subjects of several studies[7-9]. The conclusions of these studies 
show the importance of several main speaker features for emotional state detection, 
including variants of pitch, energy, prosodic and spectral features. During emotion-rich 
segments of an interaction the statistics concerning these features will differ markedly 
from those found during periods of neutral speech emotion.  

Consequently, research and development was focused on determining a baseline of 
emotion during the first seconds of a call, when the speaker is least likely to be excited 
or frustrated.  Next, the advanced software engines pick up on any deviation from that 
baseline, and conclude that the speaker is in a heightened emotional state. 

Figure 11 shows an emotion detection algorithm flow. The speech signal is divided into 
tiles, sections that are a few second in length. The system then determine a neutral 
emotion baseline during the first few sections of the call, when the speaker is assumed 
to be less likely to be excited or frustrated. For each succeeding section a “distance 
score” is calculated; this measures the deviation (if any) of the speaker features from the 
neutral (base) section, and if the calculated score exceeds a predefined threshold, this 
segment will be classified as an emotional segment. A decision concerning whether the 
call should be defined as “emotional” is made by counting the number of emotion 
segments. For an emotional call, the number should exceed a predefined threshold.  

NICE Systems utilizes a unique combination of idiolect (a variety of a language unique 
to an individual) and talk analysis information, in addition to acoustic information. This 
approach profoundly increases the accuracy of the identification of a speaker’s 
emotional state. 

Angry, happy, and neutral emotional states are the most distinctive and easy for humans 
to classify. Automatic acoustic-based emotion detection accuracy is also very high for 
these particular emotional states. Identification of other emotional conditions (sadness, 
anxiety, amorousness, lying) is a challenging task, and has aroused considerable 
controversy in academic literature[10], since these emotions are often indistinct and 
very easily confused by human beings; our ability to identify them accurately is 
frequently highly dependent on non acoustical feature such as idiolect, language, accent 
and gestures.  
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Figure 11: Emotion detection algorithm  

5.3. Speaker segmentation  

Introduction 
Speaker Segmentation is a unique task from the speaker recognition (detection) 
applications world. Many telephone interaction speech recording devices capture both 
sides of the conversation in one audio stream (summed audio). The goal of speaker 
segmentation is to segment and index each section of the speech by the different 
speakers present in the summed audio stream. This task is very important, mainly 
because many audio analysis tasks are very sensitive to presence of multi speakers in 
the audio signal, such as Large Vocabulary Continuous Speech Recognition (LVCSR) 
[11], Emotion Detection[9] and Speaker Recognition[12]. Reliable speaker 
segmentation results are also important for content analysis system, which gives 
valuable insight from interaction for each participant side separately. The task of 
unsupervised speaker segmentation is very challenging since no a-priory information is 
given about the speakers and the number of speakers is not known.  

Various un-supervised speaker segmentation algorithms are based on top to bottom 
classification[13, 14]. The proposed un-supervised speaker segmentation algorithm is 
based on a bootstrap classification method (bottom to up). In the initial phase, for 
bootstrap based classification, a homogenous speaker segment is located. This anchored 
segment is used for initially training the model of the first speaker. The main limitations 
of this scheme are:  

1. The performance of the speaker segmentation algorithm is very sensitive to the 
initial phase.  Faulty initial anchor assumptions will lead to unreliable segmentation 
results. 

2. In a two person interaction, before the speaker segmentation phase, there is a lack of 
sufficient means to know whose audio side belongs to whom. 

3. There is an inability to synthesize other available sources of information like CTI 
data, Audio-Analysis outputs, Screen and Video.  

4. Currently, there isn’t a sufficient automatic mechanism to verify the success of the 
speaker segmentation algorithm. Since the algorithm is based on un-supervised 
learning there is no guarantee for convergence starting form any initial point. 

Threshold 

Distance Distance Distance

450 0 35 25 3065 40

Σ Global Score
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In this deliverable, an algorithm for un-supervised speaker segmentation using speech 
analytics is presented that substantially eliminates or reduces the above limitations. The 
algorithm is based on [15] and includes: 

1. The fusion of the content analysis information to the fragile initial phase of the 
segmentation algorithm. The content based audio analysis information increases the 
reliability of the initial segmentation phase which guarantees the success of the 
subsequent bootstrap segmentation.  

2. Scoring mechanism correlated to the reliability of the segmentation algorithm based 
on discriminative agent customer information. This score could be further applied 
for algorithm refinement and a coupled certainty level for subsequent audio analysis 
engines (e.g. speaker recognition application).  

3. Post processing the segmentation output and discriminate the two audio file to agent 
or customer side using discriminative agent customer information. This is very 
important for content analysis system which gives valuable in-sight from interaction 
on each side separately.  Also, in speaker verification/identification systems, which 
incorporates segmentation module, knowing the agent or customer side would boost 
the overall EER performance.  

 

Speaker segmentation in audio analytics environment 
Figure 12 presents a basic block diagram illustrating a system for content analysis. The 
input data to the system is the speech signal, screen data, CTI data, etc. the speech data 
is passed to the audio analytics module. This module includes word spotting, emotion 
detection and other speech analytics blocks. The speaker segmentation module gets the 
speech signal as well as the audio analytics data and other content data. The speaker 
segmentation module uses audio/content analytics data, for example, in order to select 
anchor segments or discriminate between agent and customer streams. The output of 
the speaker segmentation can be further used by audio analytics engines such as 
speaker recognition engines[14] that require segmented audio in their input.  

 
 

Speech signal Screen data CTI data

EtcEmotion
detectionWord spotting

Audio analytics module

Input data

Speaker
segmentation

Audio and
content data

selection

Speaker Segmentation module

 
 

Figure 12: Content Analysis System 
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Input data (speech signal) 
The input call interaction could be in summed or un-summed configuration. In the un-
summed configuration the two sides of the interaction will be in separated two audio 
file, one for the agent and the other for the customer. This configuration is common 
when analyzing digital or trunk channels. In the summed configuration the two sides of 
the interaction will be co-channel in one audio file. This configuration is common when 
analyzing analog line, observation mode and installed recording base. 

Audio analytics module (e.g. Word Spotting) 
The word spotting engine automatically searches audio for predefined words and 
phrases. By taking advantage of word spotting, users can locate critical words, identify 
competition, detect customer intentions, monitor agent compliance and polices and 
evaluate effectiveness of campaign and sales programs. 
The output of the word spotting engine is a list of spotted words, each spotted word 
attached with timed position and a certainty score. The certainty level gives the engine 
likelihood of the word to occur in the time position. 
In the un-summed case each spotted word is assigned with side type, agent or customer, 
and no further processing is needed.  
In the summed case each spotted word is assigned with null side type, the side type 
decision will be done posteriori to the subsequent segmentation and discriminate 
phases. 

Discriminative agent and customer Information  
More specifically, interactions and their related evaluations will be collected by a 
statistical selection method for discriminate agent from customer. Different interaction 
features will be extracted from the interaction and its related data and metadata logged 
by other systems, such as: 

1. Information from CTI and PABX systems such as: Call events – number of 
participants, number of transfers, stages, hold time, abandon from hold, hang-up 
side, handset pick up and abandon from queue.  

2. Agent information such as – name, status, hire date, grade, grade date, job function, 
job skills, department, location.  

3. Audio analysis – such as: talk-over percentage, number of bursts and identification 
of bursting side, percentage of silence, percentage of agent / customer speech time, 
excitement and emotions on both sides. 

4. Word extracted from the interaction and related to agent position in the call, such as: 
greetings, compliance phrases, etc. 

5. Screen events that are captured at agent stations – buttons pressed, field value 
change, mouse clicks, windows opened / closed, etc. and related execution 
measures. 

6. Relevant information from other systems such as: CRM, Billing, WFM, the 
corporate Intranet, mail servers, the Internet, etc. (e.g. indication of successful 
contact resolution, service attrition indication, agent shift assignments, etc.) 

7. Relevant information exchanged between the parties before, during or after the 
interaction. 
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8. Since agents in a contact-center environment utilize common communication 
channel, a channel detector could be implemented to find if the segmented audio 
assigns to an agent or to a customer. In the training phase the algorithm utilizes 
existing agent and customer voice samples, stored by the traditionally rerecording 
systems, and builds a general agent/customer models. In the test phase, each 
segmented audio will be given a conditional likelihood score per model. The 
Maximum Likelihood Ratio between the two scores will be used to classify the two 
segmented audio according to a pre-defined threshold. 

The speaker segmentation algorithm 
The block diagram of the speaker segmentation algorithm using audio analytics 
information is illustrated in Figure 13. 
 

Feature
extraction

Anchors
modeling

Iterative
class-

ification

Soft
decision

Speech segmented
speech

Audio
Analitics

Information
Filtering Scoring Score

 

Figure 13: Speaker segmentation using audio analytics information  

Anchors modelling phase 
In this stage the algorithms calculates the anchor (initial) models for each of the two 
speakers. The unsupervised (excluding outside audio analytics information) anchored 
segment decision includes two steps: 

1. Finding the first speaker anchor model: The segments are statistically modeled in 
order to find the most homogenous area. The idea here is to find the area (section) 
with the highest probability (most homogenous) to find a single speaker and not a 
transition point. This area’s features will be modeled in order to produce the first 
speaker’s anchor model. 

2. Finding the second speaker anchor model: The segments are statistically modeled. A 
distance metric between each segment’s model and the first speaker’s anchor model 
is calculated in order to find the most distant segment. The most distant segment’s 
features will be modeled in order to produce the second speaker’s anchor model.  

The anchor segment decision could be further improved; for example by fusing with 
information of spotted words.  Spotted word with high certainty level implies that there 
is a high likelihood that this word (speech section) was produced by one source 
(speaker) and it is less likely the section was produced by multiple sources (multiple 
speakers). This information is of great importance for accurate anchor segment decision. 
Without lose of generality other discriminative agent customer descriptors (see above) 
could be fused to the decision score, e.g. high confidence of agent/customer segment 
based on CTI data.  

Classification phase  
In this stage an iterative process is undergo. Each iteration, the segments are searched 
in order to find the most similar segments to the first and second speaker’s models. 
These segments are called best matching zones. The best matching zones are added to 

 25



D3.1 Retrieval System Functionality and Specifications 
 

the previous stage best matching zones in order to produce a new joint statistical model 
for the first and second speakers. Upon reaching the iterations stop condition, each 
segment is classified using the Maximum Likelihood method according to each one of 
the two speaker models.  

Soft decision 
A soft decision stage is introduced in order to sharpen and improve the classification. 
The soft decision classifies each frame to one of the groups: speaker A, speaker B or 
non-speech. The soft decision algorithm (e.g. Viterbi algorithm) considers the time 
dependency between the frames and the transition probabilities between the states 
(decision groups). 

Segmentation scoring phase  
In this phase a weighted segmentation score is calculated.  This score is correlated to 
the success of the formerly classification phase, high score means high likelihood that 
the two side were segmented with high accuracy and low score means high likelihood 
for low accuracy segmentation. Low accuracy segmentation usually results from 
inaccurate anchor (initial) models due to erroneous choice of anchor segments. 
The total segmentation score is calculated by combining two scores: statistical score 
and discriminate agent/customer information score.  The statistical score is based on 
some statistical model distance measure between the agent segments and the customer 
segments. Low distance value means that segments are relatively close in statistical 
model, which enforce low segmentation score.  Usually, this method is quite 
problematic since the formerly classification phase was constructed recursively by this 
statistical distance.  
We use discriminate agent customer information to validate the correctness of the 
classification/decision phase.  Each classified segment is given a score according to its 
relevancy to the discriminate agent customer information.  For example, compliance 
and greeting words (most likely present in the agent side) will contribute high score to 
agent segment classification, Customer background mode will contribute high score to 
a classified customer segment. The total discriminate agent customer information score 
is calculated by aggregating all agent and customer segment scores.  
If the total segmentation scoring is under a predefined threshold a warning decision is 
made. In this case the algorithm restarts again the initial phase, this time a new anchor 
segment is searched excluding the current anchored segment. In case that the 
segmentation scoring is above a pre-defined threshold the segmentation is concluded 
and the output includes time indexing information for agent class, customer class and 
non-speech class. The results could be further used to divide the summed audio file into 
3 separated audio files: agent side audio file, customer side audio file and non-speech 
audio side.   

Experiment and results 
We have presented a bottom to up speaker segmentation system. The experiment tested 
the segmentation performance improvement gained by the fusion of audio analytics 
information with speaker segmentation. More specifically outside audio analytics 
information (see section 2.2) was used in order to locate the segments for initial 
(anchor) speaker modeling. From the speaker segmentation perspective this outside 
information regarding the speakers transforms the segmentation algorithm from fully 
unsupervised to semi-supervised/supervised algorithm. The system was tested in 
several fusion conditions: 1. no outside information provided –unsupervised 
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segmentation. 2. outside information provided on one of the two speakers - semi-
supervised segmentation. 3. Outside information provided on both speakers – 
supervised segmentation. Additional tests were performed in order to measure the 
impact of the amount of outside data supplied to the speaker segmentation system.  
Speaker segmentation experiments were performed using GMM-based system. 24-
features were extracted from each 20msec frame (50% overlapping). The features were 
12 Mel-frequency-cepstral-coefficients (MFCC) and 12 ∆MFCC. The speech data used 
was collected from an operational call centers and consist of summed telephone 
conversations. The corpus included 267 summed calls. All of the calls were manually 
segmented in order to set as reference data. It should be emphasized that the corpus is 
built of “real world” telephone conversations including non speech events such as 
tones, noise, music etc.  

Performance measures 
In order to measure the performance of the algorithm two performance measures were 
used:  

#
#

Correct FramesAccuracy
Total Classified Frames

=  (3) 

#
#

Correct FramesDetection
Total Manually Classified Frames

=  (4) 

 

Results 
Table 2 shows the accuracy and detection results measured. Anc1 and Anc2 columns in 
Table 2 represent the speech length in seconds that was used by the speaker 
segmentation algorithm in order to build initial speaker models. (zero value means that 
no outside information used). The first row represents a fully unsupervised speaker 
segmentation test where no outside information was used for initial speaker modeling. 
The second and third rows represents a semi-supervised speaker segmentation test 
where outside information was used in order to build the first speaker initial model 
whereas the second speaker model was built without an out side information. The last 
three rows represents a supervised speaker segmentation test where outside information 
was used in order to build both the first and second speaker initial models.  

 

Table 2: Speaker segmentation accuracy and detection measured results   

Test type Anc1[sec] Anc2[sec] %Acc %Det 

0 0 74.8 59.2 Unsupervised 
2 0 75.2 59.4 Semi-supervised 
5 0 77 60.8 Semi-supervised 
2 2 94.1 75 Supervised 
3 3 96 77.4 Supervised 
5 5 96.5 78.2 Supervised 

 

Conclusion 
It was found that the performance difference between the fully unsupervised algorithm 
and the semi-supervised algorithm using outside audio analytics information is rather 
small – accuracy of 74.8% versus 75.2% - 77%. The performance difference between 
fully unsupervised algorithm and the supervised algorithm using outside audio analytics 
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information for both speakers is significant – accuracy of 74.8% and detection of 59.2% 
versus 96.5% and detection of 78.2% (for 5 seconds segments), moreover the amount 
of outside information supplied by the analytics system did not make a significant 
impact on the performance 

When examining the implications of the amount of outside information supplied by the 
analytics system, it can be seen that there was only a minor impact on the segmentation 
performance – for the supervised tests accuracy rose from 94.1% to 96.5%.  

6. Music Segmentation Techniques 

6.1. Automatic Bar Line Segmentation 
Here we present a novel method which is capable of segmenting musical audio 
according to the position of the bar lines. The method detects musical bars that 
frequently repeat in different parts of a musical piece by using an audio similarity 
matrix. The position of each bar line is predicted by first calculating the bar length as 
followed by positioning subsequent bar lines based on the estimated positions of 
previous bar lines. The bar line segmentation method does not depend on the presence 
of percussive instruments to calculate the bar length. In addition, the alignment of the 
bars allows moderate tempo deviations. 

Prior Art 
Standard staff music notation utilizes vertical lines to indicate the commencement and 
end of musical bars. The duration of the bar is governed by the time signature and 
tempo, which imposes the number and duration of the beats that each bar is composed 
of. 

There are numerous algorithms which perform tasks related to music transcription such 
as pitch detection[16, 17], onset and offset detection[18, 19], key signature estimation 
[20, 21] and tempo extraction[22, 23]. Recently, the detection of the time signature has 
also been attempted[24]. However, the detection of the position of the bar lines remains 
an unexplored area within music transcription research.  

Here, an algorithm that segments the audio according to the position of the bar lines is 
presented. The method is based on the system presented in [24], which estimates the 
time signature of a piece of music by using an audio similarity matrix (ASM) [25]. The 
method introduced in [24] exploits the self-similar nature of the structure of music in 
order to estimate the time signature by detecting musical bars that frequently repeat in 
different parts of a musical piece. This method requires the tempo as prior knowledge in 
order to operate. However, the detection of the tempo is not necessary for the novel 
method to achieve bar line segmentation presented here. The approach obtains the 
length of the most repeating segment within a range of bar length candidates, which are 
derived from different tempo and time signature ranges. 

The following sections describe the different components of the bar line segmentation 
detection system.  A small test corpus was used to evaluate the bar line segmentation 
approach and the results are presented. Finally, a discussion of the results obtained and 
some future work is presented.  

Method for Bar Line Segmentation 
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Figure 14: Bar line detection system 

 

In Figure 14, a block diagram showing the various components of the bar line detection 
system is shown. Firstly, an audio similarity matrix is utilized in order to estimate the 
bar length and the anacrusis of the song. Next, the position of each bar line is predicted 
by using prior information about the position of previous bar lines and the estimated bar 
length. Finally, each bar line is estimated by aligning the predicted bar line position to 
the most prominent value in an onset detection function within a window centered at the 
predicted bar line. 
 
The bar line detection approach estimates the bar length and the anacrusis of the song 
by using a method based on the system presented in [24], which requires an estimate of 
the tempo of the song. In the bar line detection system, the estimation of the tempo is 
not necessary. Firstly, a spectrogram is generated from windowed frames of length L = 
826 samples (18.7 ms), which corresponds to a fraction (1/16) of the duration of a note 
played at a tempo equal to 200 bpm. The hop size H is equal to half of the frame length 
L. Thus, it is equal to a fraction (1/32) of the reference beat duration. 
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where w(n) is a Hanning window that selects an L length block from the input signal 
x(n), and where m, N and k are the frame index, FFT length and bin number 
respectively. It should be noted that k is in the range {1:N/2} 

As in [24] an Audio Similarity Matrix is generated by comparing all possible 
combinations of two spectrogram frames by using the Euclidian Distance Measure. 
Thus, the measure of similarity between two frames m=a and m=b are calculated as 
follows: 
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As an example, the audio similarity matrix of the audio excerpt shown in Figure 15 is 
depicted in Figure 16.  
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Figure 15: Excerpt of “Good Bait” by John Coltrane 
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Figure 16: Audio similarity matrix of Figure 15’s excerpt 

 

The ASM based system obtains the length of the most repeating segment within a range 
of bar length candidates. The bar length candidates, bar, considered are within the range 
shown in Eq. (7). 

{ }0.6 : : 4bar s∈ Δ  (7)  
 

where 0.6s is the shortest bar length considered, which corresponds to the bar length of 
a fast duple meter song played at tempo equal to 200 bpm. The longest bar length 
candidate is equal to 4sec, which corresponds to the bar of a slow quadruple meter song 
played at a tempo equal to 60 bpm. The vector bar steps by increments of ∆, which is 
equal to 18.7 ms. This value corresponds to two frames of the spectrogram.  

The bar length is estimated by successively combining different groups of components 
of the ASM[24]. Each of the groups has different length, covering the entire bar range. 
The multi-resolution audio similarity matrix approach is suitable for this operation, 
since it allows comparisons between longer segments (bars) by combining shorter 
segments such as a fraction of a note. 

As described in [24], for each of the bar length candidates, bar, the generation of a new 
ASM is simulated.  This is achieved by firstly extracting the diagonals of one side of the 
symmetric ASM (see Figure 16). Each of the extracted diagonals provides information 
about the similarities between components separated by a different amount of bars. As 
an example, if the ith component of the bar length candidate vector is bar(i) = 2s, the 
diagonals at 2s and 4s provide information of the similarities of components separated 
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by one bar and two bars respectively. 

Next, each of the diagonals is partitioned into non-overlapping data segments of length 
equal to the bar length candidate bar(i). This is shown in Figure 17 where an illustrative 
example of a diagonal with length M segmented into n groups of length bar(i) = b is 
depicted. The first and second segments extracted from the first diagonal, which are 
denoted as S1 and S2, will correspond to the similarity measures between the first and 
second bars, and the second and third bars respectively. The incomplete bar is denoted 
as I. 

 
Figure 17: Segmentation of a diagonal D with length M into segments of length b 

Next, a similarity measure SM is obtained for each of the segments S and I of each of 
the diagonals extracted[24]. The extraction and segmentation of the diagonals of the 
ASM associated to a given bar length, combined with the further SM calculation of the 
mentioned segments simulates a new ASM. In this new matrix, each comparison 
between any two bars of the initial ASM will be represented by a unique cell in the new 
ASM. As an example, SM(S1)r corresponds to the similarity measure of the first 
segment of the rth diagonal.  

Following this, the SM of all the diagonal segments are combined to obtain a unique 
similarity measure per bar length candidate. A more detailed description of the 
similarity measure calculation is included in [24]. 

Finally, a Gaussian-like function is applied to the bar line detection function. As it can 
be seen in Figure 18, this function gives more weight to the values around 2s and equal 
weight to both edges of the bar length candidate range. 

 

Figure 18: Gaussian-like weighting function 

As an example, the weighted bar line detection function of Figure 15’s example is 
depicted in Figure 19. The function is flipped in up/down direction. Thus, high 
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similarity values will correspond to peaks in the detection function. 

 

Figure 19: Bar line detection of Figure 2’s excerpt 

 

Song Anacrusis Detection 
Here, a method to estimate the bar length is described. This is necessary for successful 
bar line segmentation. If anacrusis is not taken into consideration, the boundaries of the 
segmented groups from the diagonals of the ASM will not fully align to the 
commencement and end of the musical bars. This will affect the overall similarity of the 
new ASM. In addition, the detection of the length of the anacrusis bar represents a 
crucial task for estimating the bar line positions, since it provides the position of the first 
bar. 

In [24, 26], first attempts to detect the anacrusis beats were introduced. The method 
used in this system firstly generates a vector of anacrusis candidates within a given 
segment of the recording. Following this, an anacrusis detection function is generated 
by calculating a similarity measure per anacrusis candidate. 

The number of anacrusis candidates depends on the bar length candidate, where the 
length of the anacrusis bar should be smaller than the bar length candidate. Thus, for an 
ith bar length candidate bar(i) = b, anacrusis candidates will be detected by picking 
peaks within a region R of an onset detection function. The region R starts at the first 
onset of the song, and has a length equal to the bar length candidate b. Then, by 
applying a moderate threshold equal to the mean of the detection function of R, peaks in 
that region will be considered as anacrusis candidates, which we denote as ‘ana’. 
Finally, a 100ms sliding window centered at each peak is applied, where only the most 
prominent peak is kept.  

The complex onset detection method from [19] is used here, it provides a good 
compromise in the detection of slow and sharp onsets. As in [27], the onset detection 
function, OD, is processed as follows: 

( )  ( ( ) -  ( ))OD m HWR OD m OD m=  (8) 
ODwhere HWR denotes half wave rectification and OD is the mean of the  within a 

sliding window of length equal to 1 second, centered at the current frame m. 

As an example, Figure 20 shows the onset detection function of the first 5 seconds of 

 32



D3.1 Retrieval System Functionality and Specifications 
 

Figure 15´s example. This song has an anacrusis of 1 beat, which duration is shown in 
Figure 20. The length of the region R is equal to the duration of the bar length candidate 
b, which is approximately equal to 1.83 seconds. In this case, the vector of anacrusis 
candidates will be formed by the peak locations, which are located at ana = 0.74, 0.88, 
1.3, 1.77, and 2.25 seconds.  

 
Figure 20: Anacrusis candidates detection region, R, of Figure 15’s example 

A sliding offset from the origin of the ASM equal to each anacrusis candidate is 
successively applied. As an example, if the jth component of ana is equal to ana(j) = x 
frames, the ASM will be shifted from ASM(1,1) to ASM(x,x). Next, the same method as in 
section 2.1 is applied in order to obtain the anacrusis candidate that provides the best 
similarity measure for each bar length candidate. 

The anacrusis detection function obtained by applying Figure 20’s example is depicted 
in Figure 21. The maximum of the function is located at j=3, which corresponds to 
ana(3) = 1.3s.  

 
Figure 21: Anacrusis detection function of Figure 15’s example. 

The decision of incorporating anacrusis into a piece of music varies depending on the 
composer or performer. When anacrusis is utilized, any combination of beats to form an 
incomplete bar is allowed. Thus, songs with no anacrusis are more common than songs 
with any other combination of anacrusis beats (e.g.: one, two, three, three and a half 
beats…). Consequently, the detection of no anacrusis, ana(1) will be giving more 
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weight as follows: 

  (9) (1) (1) ( )*0.5ana ana ma mi= + −
 

where ma and mi are the maximum and minimum respectively of the anacrusis 
detection function. 

Bar Line Prediction and Alignment 
The estimated bar length, which we denote as BL, represents the most repeating bar 
length within the audio segment analysed by the ASM. However, tempo changes can 
generate bars with different lengths. Consequently, the length of the bar should be 
dynamically updated following to each bar line prediction.  

Firstly, the position and length of the first bar are initialised by using estimations of the 
song’s anacrusis AC and the bar length BL respectively, which are provided by the 
ASM. Thus, p(1) = AC, and BL(1) =  BL, where p denotes bar position. 

In order to predict the length of the current lth bar, BLp(l), information of the length of 
the previous 6 bars is used: 

( )

M

x l
BL(l x)

BLp l
M

=

−
=
∑

 (10)  

 

where M is the maximum value of 6 and l-1, and l>1. 

In [23], the prediction of future beats uses information of the tempo of the recording. In 
the presented bar line detection method, the prediction of the position of the next bar, 
pr(l+1), uses information of the predicted bar length as follows: 

  (11) ( 1) ( ) ( )pr l p l BLp l+ = +
Following this, the position of the next bar line p(l+1) is estimated by aligning the 
predicted bar line position, pr(l+1), to the most prominent value in an onset detection 
function within a 100 ms window centered at the predicted bar line position.  

Then, the bar length of the current bar, BL(l), is updated as follows:    

 ( 1) ( )BL(l) p l p l= + −  (12) 
 
As an example, Figure 22 shows the onset detection function of a segment within Figure 
15´s audio signal. The current lth bar line position is located at p(l) = 6.78s. The 
predicted bar length BLp(l) is equal to 1.87s. Thus, the predicted position of the next bar 
line will be located at pr(l+1) = 8.578s. Finally, the position of the next bar is aligned to 
the peak in the onset detection function located at p(l+1) = 8.606 s. 

 
Figure 22: Bar length prediction example 
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Results of Automatic Bar Line Segmentation 
In order to evaluate the presented approach, excerpts of the set of audio signals listed in 
Table 3 are utilized. The position of the bar lines are manually annotated and compared 
against the estimation of the bar line positions provided by the proposed method. The 
length of the anacrusis bar is also included in Table 3, where songs with no anacrusis 
have a length equal to 0s. The bar length is obtained by calculating the mean of the 
difference between consecutive manually annotated bar line positions. 

 
Song Artist Anacrusis bar length 

(s) 
Bar length (s) 

1.76 Teenage kicks The Undertones 0.9 

1.84 Good Bait John Coltrane 0.41 

Pastor Madredeus 0 2.86 

…Meets his Maker DJ shadow 0 3..57 

Chameleon Head Hunters 0 5.03 

Sexy boy Air 0 2.13 

All mine Portishead 0 1.82 

Photo Jenny Belle and Sebastian 0 2.85 

Mami Gato Medeski, Martin and Wood 0 3.47 

Table 3: Audio signals testbed for bar line segmentation 

The results are shown in Table 4, where AC, BL denote the estimated anacrusis and bar 
length respectively. The correct and incorrect detections of AC and BL are denoted as 
YES and NO respectively. In addition, the percentage of correct and incorrect bar line 
positions is also provided, which is denoted as CBL and IBL respectively.  The detection 
of anacrusis, bar lengths and bar line positions falling within a 150 ms window centred 
at the target locations are considered correct detections. 
 

     

Song  AC (s) BL (s) CBL IBL 

Teenage kicks 1 YES 1.76 YES 20/20 = 100% 0 

1.83 YES Good Bait 0.5 YES 19/24 = 79.1% 5 

Pastor 1.7 NO 2.85 YES 0/19 = 0% 19 

…Meets his Maker 0.58 NO 3.54 YES 0/15 = 0% 15 

Chameleon  0 YES 2.56 NO 17/17 = 100% 17 

Sexy boy 0 YES 2.14 YES 20/21 = 95.2 % 1 

All mine 0.4 NO 1.96 YES 0/22 = 0% 22 

Photo Jenny 0 YES 2.83 YES 18/20 = 90% 2 

Mami Gato 0 YES  3.6  YES 14/15 = 93.33% 1 

TOTAL CORRECT 6 / 9 = 66.6 % 8 / 9 = 8.8%  108/173 = 62.4% 82 

Table 4: Bar line detection system results 
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Discussion and Future Work 
This work resulted in the publication of a paper in the 123rd convention of the Audio 
Engineering Society[28]. In this section, a system which can automatically detect the 
position of the bar lines has been introduced. The accuracy of the system depends on 
three independent tasks: bar line detection, anacrusis detection and bar line alignment. 
From Table 4, it can be seen that the detection of the bar length provides a high 
percentage of good results. The only song which the bar length was incorrectly 
estimated is “Chameleon”. The estimated bar length for this song is equal to half of the 
song’s bar length which is an acceptable error. These results show the robustness of the 
bar line detection method, which does not depend on the presence of percussive 
instruments and is solely based on the repetitive nature of the majority of the music. 
 
As it can be seen in Table 4, the detection of the anacrusis is less accurate. The system 
incorrectly detected the use of anacrusis in songs played without the use of that 
technique. Due to the repetitive nature of these songs, a shift of the ASM also 
encountered high degree of repetition between the incorrectly aligned musical bars. 

The technique utilized to align the bar line predictions to the onset detection function 
peaks shows a high degree of accuracy. However, the behavior of this task entirely 
depends on the accuracy of the bar length and anacrusis estimations. By only 
considering the songs were the anacrusis was correctly estimated, Table 4 ‘s results 
show high percentage of good results. On the other hand, the incorrect estimation of the 
anacrusis results in 0% of correct bar line positions. The song “Chameleon” represents a 
different case, where the bar length was incorrectly estimated. Since the estimated bar 
length is half the song’s bar length, every two estimated bar lines, the position of a song 
bar line is correctly estimated.  

The size of the database of audio signals should be increased in order to continue the 
evaluation of the presented system. The development of a more robust anacrusis 
detector also warrants future work. The system should combine the repetitive nature of 
the music in conjunction with other anacrusis bar properties. As previously mentioned, 
the alignment of the bars allows moderate tempo deviation. However, bar length 
changes due to time signature or abrupt tempo changes will affect the accuracy of the 
results. A system that firstly segments the audio signal according to these changes 
should be considered as an area of future work. Thus, the system presented here will be 
applied to each individual audio segment. 

Applications of Bar Line Segmentation 
The applications related to musical bar segmentation are multifold. Firstly, this type of 
segmentation provides the commencement and end of musical bars in standard staff 
music notation. For an advanced user, bar line segmentation would provide greater ease 
during editing operations as well as providing DJs with automatic audio markers to 
perform loops. The music student could also use this tool to quickly select meaningful 
segments to loop and practice for example. The musicologist could use these 
segmentation points to rapidly navigate to a bar of interest without having to shuttle 
through and audition segments until he/she finds the desired segment. The detection of 
the bar line positions can also be used to estimate other hierarchical segmentation levels 
such as beat and music structure detection. 
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6.2. Music Structure Segmentation 
Here, a novel method to segment stereo music recordings into formal musical structures 
such as verses and choruses is presented. The method performs dimensional reduction 
on a time-azimuth representation of audio which results in a set of time activation 
sequences, each of which corresponds to a repeating structural segment. This is based 
on the assumption that each segment type such as verse or chorus has a unique energy 
distribution across the stereo field. It can be shown that these unique energy 
distributions along with their time activation sequences are the latent principal 
components of the time-azimuth representation. It can be shown that each time 
activation sequence represents a structural segment such as a verse or chorus. 

Prior Art 
Music information retrieval is concerned with the automatic extraction of multi-level 
features from audio for the purposes of classification, comparison and segmentation. In 
particular, musical segmentation algorithms attempt to segment the audio timeline into 
perceptually salient events, such as the onset of a particular instrument within the piece, 
or a key, rhythm or tempo change for example. In [29], Foote utilizes an audio 
similarity matrix in order to find the boundaries between different consecutive self-
similar segments. Other methods utilize Hidden Markov Models to segment the audio 
by clustering sequences of timbre states obtained from a dimensionally reduced constant 
Q representation of the audio[30, 31]. Goto presents a method which detects the chorus 
of a song by using a chromagram representation[32]. The method aims to find the 
chroma vector which repeats most often in the song. In [33], the similar segments are 
detected by using MFCC features from overlapped audio frames. Perhaps one of the 
most useful forms of segmentation would allow the identification of the formal 
structural units of a musical piece, such as verses, choruses and bridges for example. 
Segmentation in this form would have applications in audio thumbnailing as well as fast 
audio browsing. Significantly fewer algorithms exist for this level of segmentation 
although [30, 31] do approach this. 

Method for Music Structure Segmentation 
A novel approach to structural segmentation is proposed, using the “azimugram” as the 
mid-level feature representation from which segmentation is derived. The azimugram is 
a time-azimuth representation of stereo audio which effectively shows the distribution of 
energy across the stereo field with respect to time. In this highly condensed domain, 
source location and intensity are clearly identifiable. Common music composition and 
production techniques often use additional or reduced instrumentation to herald a 
section transition in a song. This would suggest that source location and intensity will be 
highly correlated in similar sections within a given song. The distinct advantage of using 
the azimugram is the fact that it is invariant to both key changes and melodic variation 
within similar sections.  
 

Dimensional reduction in the form of PCA (principal component analysis) followed by 
ICA (independent component analysis) [34] is then applied to the azimugram. This 
combination of PCA followed by ICA is commonly referred to as ISA (independent 
subspace analysis). ISA has traditionally been used in source separation problems[35, 
36] but we show here that the technique has uses in segmentation also. Performing ISA 
on the azimugram results in a set of J independent basis function pairs where J is an 
estimation of the number of unique structural components present in the song, typically 
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J < 5. Each of the J basis function pairs consists of one azimuth basis function and one 
time basis function of dimension r x 1 and t x 1 respectively, where r x t is the 
dimension of the azimugram. Taking the first pair as an example; the azimuth basis 
function corresponds to the most reoccurring energy distribution profile over time. The 
corresponding time basis function shows the activation sequence of this azimuth basis 
function. Each successive pair of basis functions will correspond to a unique energy 
distribution and time activation sequence. This will be illustrated in the following 
section. Only the time basis functions are retained for further processing. Each time 
basis function is then smoothed using a low-pass filter. At this stage, each time basis 
function already exhibits a significant amount of structural information, whereby each 
one clearly represents a particular structural unit of the song such as a verse or a chorus. 
A final process is then applied whereby for any time instant, only the single largest 
value amongst all J time basis functions is assigned a value of one and all others a value 
of zero. This effectively enforces orthogonality between the functions which ensures 
that only one segment is active at any given point in time. Each of the J functions is 
now an independent binary sequence which represents the on/off sequence of a 
particular structural component of the song such as a verse, chorus, bridge or solo for 
example. 

 

Figure 23: Block diagram of the music structure segmentation system 

 

The Azimugram as a mid-level Representation  
Here, we coin the term “azimugram” to refer any time – azimuth representation of an 
audio signal. Such a representation shows the distribution of energy across the stereo 
field with respect to time. Azimugram representations can be created in various ways 
depending on the mixing model assumed. Much of the early work concerning azimuth 
calculation was based on models of binaural perception, whereby the azimugram is 
calculated by carrying out a cross correlation between the left and right inputs of the 
system on a multi-band basis. The maximum outputs of the cross correlation functions 
correspond to the time lag of either the left or right input which can be resolved as an 
angle of incidence. An overview of binaural processors can be found in [37]. Later work 
in sound source separation[38-40], although not explicit, constructed azimugram 
variants from the short-time Fourier transform of stereo signals. Equations (13)-(15) 
below outline a basic technique to calculate an azimugram assuming an intensity stereo 
mixing model.  
 
Firstly, the log ratio of the left and right magnitude spectra is calculated resulting in a 
matrix of mixing coefficients ( , )A n t as in equation (13), where 1 , and N is the 
analysis frame size. These mixing coefficients are in dB format, whereby positive 
values refer to components which are dominant in the left channel and negative values 
refer to components which are dominant in the right channel. 

n N≤ ≤
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=  (13) 

  
where, 1 ( , )X n t and 2 ( , )X n t  are the complex short time Fourier transforms of the left and 
right channels respectively. Theoretically, A(n,t) will have values in the range of -96dB 
to +96dB for a 16bit recording. 
 
Following this, a weighted histogram of the mixing coefficients is created on a frame by 
frame basis. Firstly, the resolution, R, of the histogram is defined, where R specifies how 
many histogram bins are used to represent each half (left and right) of the histogram. For 
example, if R = 32, this will result in 2 x R discrete azimuth locations between far left 
and far right. Equation (14) below, converts the log spaced dB values into linear spaced 
discrete bin values which are used to populate the histogram created in equation (15).  

( , ) / 6

1( , )
2 A n tA n t R R R⎛ ⎞⎡ ⎤= ± − ×⎜ ⎟⎢ ⎥⎢ ⎥⎝ ⎠

  (14) 

 
where, 2R is the resultant histogram resolution and where, ⎡ ⎤

⎢ ⎥  denotes rounding up to the 
nearest integer. In equation (14) above, the term in brackets, preceded by , assumes 
the same sign as the current value of A(n,t). The matrix

±
( , )A n t now contains the mixing 

coefficients in a normalized integer format such that, 1 ( , ) 2A n t R≤ ≤ . Using equation (15) 
each bin of the histogram, ( , )Az r t  , is then populated by accumulating only the elements, 
n, of ( , )kX n t where ( , )A n t r= . 

2

1 1
( , ) ( , )

I

k i
k i

Az r t X B t
= =

=∑ ∑  (15) 

        

where ( , )n A n t r= ∀ =B  

where, , and where k represents the left or right channel indexed by 1 and 2, 
respectively. A more accurate way to calculate the azimugram can be found in [40]. 
This method uses phase information in addition to magnitudes resulting in slightly 
better localization for concurrent sources overlapping in time and frequency.  

1 2r R≤ ≤

For segmentation purposes, the time resolution of the azimugram must be coarse 
enough to capture a representative energy distribution for a segment. Typically we use a 
frame size in excess of 3 seconds with a 50% overlap. Having a finer temporal 
resolution leads to details of instrument dynamics being exposed which can have 
adverse affects on the PCA stage used next.  

The assumption is that a similar stereo energy distribution can be observed over the 
course of a single segment, and that the same energy distribution should be apparent 
whenever that segment is active. In essence, verse 1 is assumed to have a similar stereo 
field energy distribution to verse 2 for example, and likewise with all other segments.   

As stated previously, the distinct advantage of using the azimugram representation is the 
fact that it is invariant to both key changes and melodic variation within similar 
sections. Typical values for R are in the region of 20 to 30 points, resulting in an 
azimuth resolution of 2 x R. With this time and azimuth resolution, the azimugram for a 
4 minute song would be of dimension 40 x 160. Such a compact representation 
facilitates fast segmentation in the following stages. Figure 24 depicts the azimugram of 
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a popular song. 

 

 

Figure 24: Azimugram of Romeo and Juliet – Dire Straits 

 

Independent Subspace Analysis 
The next stage involves performing Independent Subspace Analysis on the azimugram. 
ISA is a technique used for dimensional reduction which involves performing PCA 
followed by ICA. The model assumes that the information contained within a data set, 
in this case the azimugram, can be represented by lower dimensional subspaces, the sum 
of which approximates the original data set. In the case of the azimugram, each 
subspace is the result of the product of  two latent basis functions of dimension r x 1 
and t x 1 respectively, where r x t is the dimension of the azimugram. Formally stated, it 
is assumed that the azimugram can be decomposed into a sum of outer products as in 
equation (16).  

T

1 1

J J

j
j j

j jAz r
= =

= =∑ ∑Az t  (16)  

  
where T indicates the transpose of the matrix. In matrix notation, the azimugram Az, is 
represented as the sum of J independent azimugrams, each one corresponding to a 
particular structural segment of the song. 

The basis functions are obtained by carrying out singular value decomposition, 
commonly known as PCA, on the azimugram. This essentially transforms a high 
dimensional set of correlated variables into some number of lower dimensional sets of 
uncorrelated variables which are known as the principal components. The principal 
components are ranked in order of variance, so the first principal component contains 
the maximum amount of total variance present in the azimugram and each subsequent 
principal component represents the maximum remaining variance in the azimugram. 
Referring to equation (16), the principal components are represented by andjr jt . These 
basis function pairs represent the stereo field energy distributions and the time 
activations of each distribution respectively. One of the known issues with using PCA is 
that of choosing how many principal components to use to represent the data. In this 
application, the number of components, J, is set to be the expected number of 
reoccurring structures within the song. Typically, we use 3 principal components, 
expecting that there will be verses, choruses and other, where other will represent 
anything which is not a verse or chorus. Of course many other possibilities exist in 
musical composition, but 3 components should be sufficient to express the general 
structure of a typical song. 
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In order to perform segmentation, only the time basis functions, jt , are retained. At this 
stage, the time basis functions are decorrelated but not independent. A limited amount 
of structure is already apparent within the time basis functions, but there is still 
activation overlap between the components. Logically, only one structural segment such 
as a verse or chorus should be active at once, and so theoretically, the basis functions 
should be mutually exclusive. In order to approach this, ICA is now performed on the 
time basis functions which results in a set of independent components as oppose to just 
decorrelated components. Figure 25 below shows the first 3 basis function pairs after 
PCA and ICA.  

A known issue with the use of ICA is that the independent components returned can be 
arbitrarily scaled and/or sign inverted. For this reason, the independent components are 
normalized and positively oriented before proceeding to the next stage of processing. 
Following this, a lowpass filter is applied to each of the time basis functions in order to 
avoid the detection of short segments in the next processing stage. Another issue 
associated with the use of ICA is that the components could be returned in any order. 
For segmentation purposes, the components are ordered chronologically, i.e. in the 
order of time activation. We will refer to these normalized and lowpassed independent 
components as, ( )tjt . 

 
Figure 25: The decomposition of the azimugram in Figure 24 into its first 3 independent subspaces. 

Here, r and t are the latent azimuth and time basis functions respectively. The independent 
subspaces are the result of the outer products of each basis function pair obtained using ISA. 

 

Forcing Orthogonality 
At this stage, some structure is apparent from the independent components whereby 
each component effectively represents the activation of a particular structure such as a 
verse or chorus but the boundaries between the segments are still unclear. In order to 
locate the segment boundaries more precisely, the independent components are 
converted into a set of binary functions by employing an ‘all or nothing’ scheme 
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whereby for any time instant, the time basis function with the maximum energy is 
assigned a value of 1 and all others a value of 0 as in equation (17). 

( ) ( )
( )

1

0

t tj m
tj

if t t
t j

otherwise

>⎧ ⎫
= ≠⎨ ⎬
⎩ ⎭

m  (17)  

  
for 1 j J≤ ≤ , where J is the number of basis functions. This effectively enforces mutual 
exclusivity. The binary time basis functions now represent the on/off sequence for each 
structure such as a verse or a chorus. Figure 26 below illustrates how each stage of 
processing leads to the resulting structural segmentation. 

 

Figure 26: First 3 time basis functions after PCA, ICA, lowpassing and binary selection. The 
functions attain more structure after each stage of processing. Labelling was achieved manually.  

Testing and Results for Music Structure Segmentation 
Referring to the example in Figure 26 above, the frame size was set to approximately 6 
seconds with an overlap of 50% resulting in a time resolution of 3 seconds. This 
essentially means that if a segmentation point is correctly detected within a frame, it 
will only be accurate to within 3 seconds of the actual segment onset. Analyzing the 
above figure, it can be seen that using PCA alone leaves a significant amount of mutual 
information in the last 20 frames of the first 2 principal components. Performing ICA in 
the following stage clearly disambiguates this segment.  

For this example, the algorithm achieves a high degree of accuracy, correctly 
identifying the presence of all segmentation points with a maximum error of -6 seconds, 
corresponding to the early detection of the second chorus. This is attributed to the fact 
that the build up into the second chorus is quite prolonged. The instruments are layered 
more gradually prior to the actual onset of the second chorus. This is identifiable from 
the chorus plot in Figure 26. Essentially the stereo field distribution at the end of verse 2 
is more similar to the distributions observed in the choruses and so has been grouped as 
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such during the PCA stage. The table below shows the automatically generated segment 
onset times along with the deviation from the manually annotated results.   

Given that the time resolution used in this example is 3 seconds per frame, the 
maximum error from the table below, -6 seconds, corresponds to only a single frame 
error. All other segmentation points have been identified within the correct frame with 
the exception of one false detection at 4:42 which does not correspond to any major 
structural change. This false detection can be explained by the momentary addition of 
an ornamental guitar line at that point in the song. The position of this guitar in the 
stereo field is such that the algorithm incorrectly attributes it to a chorus activation. 

Segmentation results for Romeo & Juliet 

T   Segment Actual* Algorithm* Deviation*
1    Intro                   0:00           0:00                 0:00
2    Verse 1              0:22           0:20                 -0:02
3    Chorus1             1:05           1:02                 -0:03
2    Verse 2              1:39           1:38                 -0:01
3    Chorus2             2:22           2:16                 -0:06
2    Verse 3              2:56           2:55                 -0:01
3    Chorus3            3:39           3:36                 -0:03
1    Inst.                   4:07           4:09                 +0:02
2    Verse 4            4:24            4:24                   0:00
3    Error                 F.Det.         4:42                   N/A
1    Outro                4:46            4:45                 -0:01 

                                         *time in minutes : 
d

Table 5: Comparison of manually annotated segment onset times (Actual) with automatically 
generated segment onset times (Algorithm). Also indicated is the manually annotated segment 

name. T indicates the basis function in which the segment was active. 

 

The algorithm was also applied to a limited test corpus of popular recordings. The 
segment onset times for each recording were manually annotated. The automatic 
segmentation algorithm was then applied to each example and the results were 
compared. A correct detection was deemed to be within 6 seconds (2 analysis frames) of 
the manually annotated segment onset. A detection outside this range was considered as 
an incorrect detection. In this limited test case, the algorithm was able to achieve 
acceptable segmentation results 65% of the time. Table 6 summarizes the results 
obtained. 
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Table 6: Automatically generated segment onset times compared to manually annotated segment 
onsets. 

 

The figure below shows the time alignment of the time domain waveform, the 
azimugram and a suggested visual representation of structural segmentation. Such a 
representation gives a user the ability to quickly navigate to important points within the 
musical piece. 

 

  

Figure 27: Time domain, azimugram and automatic segmentation of Romeo and Juliet from Dire 
Straits. 

Discussion 
An algorithm capable of achieving automatic structural segmentation on stereo audio 
signals has been presented. The approach is shown to work well on intensity stereo 
recordings and to a lesser degree on convolutive recordings. The clear advantage of 
using the azimugram as the mid-level representation, is that it is invariant to key and 
melodic modulation which is common in music composition. Several problems still 
exist with the technique however. There is still a difficulty in knowing the exact number 
of principal components to use in the PCA stage. Added to this, the parameters of the 
lowpass operation after the ICA stage are still set manually.  

Future Work 
Other approaches for matrix decomposition such as locally linear embedding and non-
negative matrix factorization may be used instead of PCA. Although the current 
formulation is not applicable to mono recordings the same segmentation technique may 
also be applicable to other midlevel representations such as the chromagram for 
example. At present, the automatically generated segmentation points are near to the 
actual segment onsets but as yet are not perfectly aligned with lower level musical 
events such as bar lines or beats. This will be the topic of further work.   
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7. Sound Source Separation 
 

 
User case scenario: practicing performance in ensembles 
 
George has recently retired and is determined to indulge his hobby of singing in 
Barbershop Quartets. George is enthusiastic, but knows that he is neither the most 
competent singer, nor can he read music. Consequently this hinders firstly his 
ability to learn his part quickly, and the willingness of his fellow Barbershop 
singers to include him in any of their groups.  
 
George’s local Barbershop singing society is signed up to an online audio archive 
of barbershop quartet recordings that uses EASAIER. George can source the 
songs he needs to learn by song title. EASAIER displays his search results: audio 
recordings, several sets of song lyrics, and an image of the album cover from 
which the recordings are taken. Using the Source Separation Functionality, 
George can separate out his specific part in each song from the other three 
(George sometimes sings the lead, sometimes the Baritone part), effectively 
learning ‘by ear’. To test how well he has learned his part, George uses the 
Source Separation Functionality again, but this time to mute the particular part 
he is singing, lending his own voice to complete the quartet in the recording. 
 
As a result of using this EASAIER functionality, George can learn his parts 
quickly, singing as competently and confidently as his more experienced 
Barbershop colleagues. 

 
 
Sound Source Separation refers to the task of extracting individual sound sources from 
some number of mixtures of those sound sources. As an example, consider the task of 
listening in humans. Humans typically have two ears; this means that our auditory 
cortex receives two sound mixtures, one from each ear. This is commonly referred to as 
binaural hearing. Through some complex neural processing, the brain is able to 
decompose these mixtures into perceptually separate auditory streams. A well known 
phenomenon known as the "Cocktail Party Effect" [41] illustrates this process in action. 
In the presence of many speakers, humans exhibit the ability to tend to or focus on a 
single speaker despite the surrounding environmental noise. In the case of music 
audition we exhibit the ability to identify the pitch, timbre and temporal characteristics 
of individual sound sources within an ensemble music recording. This ability varies 
greatly from person to person and can be improved with practice but is present to some 
degree in most people. Even young children whilst singing along to a song on the radio 
are carrying out some form of sound source separation in order to discern which 
elements of the music correspond to a singing voice and which do not.  
 
In audio engineering the same problem exists.  A signal is observed which is known to 
be a mixture of several other signals. The goal is to separate this observed signal(s) into 
the individual signals of which it is comprised. Stated simply, observing only the 
mixture(s) of these instruments, i.e., the song, we aim to recover each individual sound 
source present in the song. The equation could be thought of as follows: Song(t) = 
bass(t) + guitar(t) + drums(t) + piano(t) + voice(t), or in the case of a multi-speaker 
conversation: Conversation(t) = Speaker1(t)+ Speaker2(t) + Speaker3(t) + Speaker4(t). 
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Within the EASAIER project, source separation serves two specific purposes. Firstly 
source separation is to be used as a pre-process for sound object recognition within 
WP4. Separating overlapping sources will facilitate greater accuracy in recognition 
stages such as instrument identification and multi-speaker identification. Many 
approaches to source recognition do not consider the overlapping multi-source problem 
which is likely to be prevalent in mixed media archives. Using source separation at the 
front end will allow existing recognition algorithms to be applied to the individual 
sources. The other application for source separation in WP4 is as a pre-process for 
music transcription. Monophonic transcription algorithms are reasonably robust but 
polyphonic transcription algorithms have yet to produce significant results. Although, 
polyphonic pitch detection is possible, it remains difficult to associate any not with a 
particular instrument. Applying source separation to polyphonic mixtures can facilitate 
the monophonic transcription of the individual separated sources.  
 
The second function of source separation within the EASAIER project applies to WP5, 
Enriched Access Tools. Here the source separation algorithm is presented to the end 
user as a real-time access tool. It will allow the user to manipulate the algorithm 
parameters in order to solo or mute a particular source within the audio. This of course 
has particular use in the case of music students, teachers and musicologists. This facility 
combined with the other access tools such as time and pitch scale modification offer the 
user a very flexible way interact with a piece of music or speech.   
 
The source separation algorithm chosen for use within the EASAIER project is based on 
the ADRess (Azimuth Discrimination and Resynthesis) algorithm which was originally 
developed in 2003 at DIT and published in 2004[40]. In the following sections we 
present the prior art, the fundamentals of the ADRess algorithm followed by the 
additional recent development of the algorithm for use within the EASAIER project. A 
recent independent evaluation of the algorithm is also presented along with the working 
prototype interfaces. 

7.1. Prior Art 
Sound source separation and has been the topic of extensive research in recent years. In 
general, the task is to extract individual sound sources from some number of source 
mixtures. Many of the current approaches to this problem fall into one of two main 
categories, Independent Component Analysis, (ICA) [34, 36] and Computational 
Auditory Scene Analysis, (CASA)[42]. ICA is a statistical source separation method 
which operates under the assumption that the latent sources have the property of mutual 
statistical independence and are non-Gaussian. In addition to this, ICA assumes that 
there are at least as many observation mixtures as there are independent sources. Since 
we are concerned with musical recordings, we will have at most only 2 observation 
mixtures, the left and right channels. This makes pure ICA unsuitable for the problem 
where more than two sources exist. One solution to the case where sources out number 
mixtures is the DUET algorithm[38]. In order for this method to be successful, the 
independent sources must be approximately ‘W-disjoint orthogonal’. This condition 
effectively means that each of the latent sources do not overlap significantly in the time 
or the frequency domain. It was shown that speech does indeed approximate this 
condition and so the method is applicable to the case where the mixture signals contain 
only speech. It should be appreciated that western tonal music will contain a significant 
amount of overlap in both the time and frequency domain and so the method fails for 
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such music mixtures. CASA methods on the other hand, attempt to decompose a sound 
mixture into auditory events which are then grouped according to perceptually 
motivated heuristics[43], such as common onset and offset of harmonically related 
components, or frequency and amplitude co-modulation of components.  

7.2. The Mixing Model 
Since the advent of multi-channel recording systems in the early 1960’s, most musical 
recordings are made in such a fashion whereby N sources are recorded individually, 
then electrically summed and distributed across 2 channels using a mixing console. 
Image localisation, referring to the apparent position of a particular instrument in the 
stereo field, is achieved by using a panoramic potentiometer. This device allows a single 
sound source to be divided into to two channels with continuously variable intensity 
ratios [44]. By virtue of this, a single source may be virtually positioned at any point 
between the speakers. So localisation is achieved by creating an interaural intensity 
difference, (IID). This is a well known phenomenon[45]. The pan pot was devised to 
simulate IID’s by attenuating the source signal fed to one reproduction channel, causing 
it to be localised more in the opposite channel. This means that for any single source in 
such a recording, the phase of a source is coherent between left and right, and only its 
intensity differs.  It is precisely this that allows us to perform our separation. This 
mixing model is also assumed in [39, 46, 47] but this method was designed and applied 
only to up-mixing for 2.0 / 5.1 surround conversions. No applications or results for 
source separation where presented It must be noted then, that our method is only 
applicable to recordings such as described above. Binaural or Stereo Pair recordings 
will not respond as well to this method although we have had some success in these 
cases also. Theoretically, the method should work for the Mid-Side technique under non 
reverberant conditions since the apparent position of a source is encoded as an intensity 
difference using this method.  

Azimuth Discrimination and Resynthesis (ADRess) 
Firstly we obtain an STFT of each channel. Then, on a frame by frame basis, gain 
scaling is applied to one of the channels so that one source’s intensity becomes equal in 
both left and right channels. A simple subtraction of the channels will cause that source 
to cancel out due to phase cancellation. The cancelled source is then recovered by first 
creating a frequency-azimuth plane which is analyzed for local minima along the 
azimuth axis. These local minima represent points at which some gain scalar caused 
phase cancellation.  It is observed that at some point where a source cancels out, only 
the frequencies which were present in the source will show a local minimum. These 
minima signify energy loss due to source cancellation. It is shown that this energy loss 
is proportional to the amount of energy which the cancelled source had contributed to 
the overall mixture. The magnitudes of these minima are then estimated and assigned a 
phase after which an IFFT in conjunction with an overlap add scheme is used to 
resynthesize the cancelled source.  
 
The mixing process described above can be expressed as follows, 
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where Sj are the J independent sources, Plj and Prj are the left and right panning co-
efficients for the jth  source, and L and R are the resultant left and right channel mixtures. 
Our algorithm takes L(t) and R(t) as it’s inputs and attempts to recover Sj, the sources. 

We can see from equation (18) that the intensity ratio of the jth source, g(j), between the 
left and right channels can be expressed as: 
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This implies that Plj=g(j).Prj. So, multiplying the right channel, R, by g(j) will make the 
intensity of the jth source equal in left and right. And since L and R are simply the 
superposition of the scaled sources, then  will cause the jth source to cancel out. 

In practice we use, , if the jth source is predominant in the right channel and, 
.(j)L g R−

.(j)L g R−
.(j)R g L− , if the jth source is predominant in the left channel. This serves two purposes, 

firstly it gives us a range for g(j) such that: 0 ≤  g(j) ≤ 1. Secondly, it insures that we are 
always scaling one channel down in order to match the intensities of a particular source, 
thus avoiding distortion caused by large scaling factors.  

So far we have only described how it is possible to cancel a source assuming the mixing 
model we have presented.  In order to utilize this data, we move to the frequency 
domain. We divide the stereo mixture into short time frames and carry out an FFT on 
each,  
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where and Lf and Rf  are short time complex frequency domain 
representations of the left and right channels respectively. In practice we use a 4096 
point FFT with a Hanning window and an overlap of 2048 points. We create a 
frequency-azimuth plane for left and right channels individually. The azimuth 
resolution, ß, refers to how many equally spaced gain scaling values of g we will use to 
construct our frequency- azimuth plane.  We relate g and ß as follows: 
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for all i  where, 0 ≤  i  ≤  ß, and  where i and ß are integer values. 

Large values of ß will lead to more accurate azimuth discrimination but will increase the 
computational load.  Assuming an N point FFT, our frequency-azimuth plane will be an 
N x ß array for each channel. The right and left frequency-azimuth plane are then 
constructed using, 
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for all i and  k where, 0 ≤  i  ≤  ß , and 1 ≤  k ≤  N. 

It must be stated that we are using the term “azimuth” loosely. We are not dealing with 
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angles of incidence. The azimuth we speak of is purely a function of the intensity ratio, 
created by the pan pot. 

In order to illustrate how this process reveals frequency dependent nulls, we generated 
two test signals, each with 5 unique partials. A stereo mix was created such that both 
sources were panned to the right, but each with a different intensity ratio. Using this test 
signal, the frequency-azimuth spectrogram in Figure 29 was created using equation (22)
a, with, ß=100, and N=1024 point FFT. It can clearly be seen that frequencies have 
separated themselves out along the azimuth plane in Figure 29 and Figure 30. But first 
we illustrate the calculation of a frequency dependent null for a single frequency 
component as illustrated in Figure 28. 

 
Figure 28: Applying Eq. (22)a in the left channel for a single frequency bin, k=110 using an azimuth 
resolution ß=100. A local minima can be observed at i = 42 which implies that a scale factor of 0.42 
achieves the greatest amount of cancellation for this frequency components.  

 

 

 49



D3.1 Retrieval System Functionality and Specifications 
 
Figure 29: Applying Eq. (22)b to all frequency bins we build the Frequency-Azimuth Spectrogram 
for the right channel. We used 2 synthetic sources each comprising of 5 non-overlapping partials. 

The arrows indicate frequency dependent nulls caused by phase cancelation. 

 

 
Figure 30: The Frequency-Azimuth Plane for the right channel. The magnitude of the frequency 
dependent nulls are estimated. The harmonic structure of each source is now clearly visible as is 
their spatial distribution.  
In order to estimate the magnitude of these nulls we redefine equation (22) in order to 
obtain equation : (23)
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Effectively, we are turning nulls into peaks as can be seen in Figure 29. However, the 
test signal described, represents the ideal case where there is no harmonic overlap 
between 2 sources. This is almost never the case when it comes to tonal music. 
Harmony is one of the fundamentals of music creation, and as such instruments will 
more often than not be playing harmonically related notes simultaneously which implies 
that there will be significant harmonic overlap with real musical signals. The result of 
this is that frequencies will not group themselves as neatly across the azimuth plane as 
in Figure 30. We have observed “frequency-azimuth smearing”. This is caused when 
two or more sources contain energy in a single frequency bin. The apparent frequency 
dependent null drifts away from a source position and may be at a minimum at a 
position where there is no source at all. For instance, if two sources in different 
positions, contained equal energy at a particular frequency, the apparent null will appear 
mid way between the two sources. It is the case that only sources predominant in the 
same channel will affect each other. A source in the left will not have an effect on a 
source in the right.  

To over come this problem, we define an “azimuth subspace width”, H, such that 
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1 H ß≤ ≤ . This allows us to recover peaks within a given neighborhood. These azimuth 
subspaces may overlap and often do. Nulls that drift away from their source positions 
can now be re-included for resynthesis. A wide azimuth subspace will result in worse 
rejection of nearby sources. On the other hand a narrow azimuth subspace will lead to 
poor resynthesis and missing harmonics. This parameter is varied depending on source 
proximity.  Figure 30 shows the same two test signals as before only each includes one 
extra partial of the same frequency. It can clearly be seen that the common partial is 
now apparent between the two sources. In order to recover it, the azimuth subspace 
boundary of the source must extend beyond it. This is shown for source one.  At this 
point we introduce the “discrimination index”, d.  Where, 0 ≤  d  ≤  ß. This index, d, 
along with the azimuth subspace width, H, will define what portion of the frequency-
azimuth plane is extracted for resynthesis. 

In order to resynthesise only one source, we set the discrimination index, d, to the 
apparent position of the source. In Figure 31, there are 2 sources, one at approximately 
85 points along the azimuth axis, and the other at 33. The azimuth subspace width, H, is 
then set such that the best percieved resynthesis quality is achieved. In practice, we 
centre the azimuth subspace over the discrimination index such that the subspace spans 
from d-H/2 to d+H/2. The peaks for resyntheis are then extracted using, 
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Figure 31: The Frequency-Azimuth Plane. The common partial is apparent between the 2 sources. 
The azimuth subspace width for source 1, H, is set to include the common partial. 
  
The resultant YR and YL are 1 x N arrays containing only the bin magnitudes pertaining 
to a particular azimuth subspace as defined by d and H. At this point it should be noted 
that, if two sources have the same intensity ratio, i.e. they share the same pan position, 
both will be present in the extracted subspace. This is particularly true of the “centre” 
position. It is common practice in audio mix down to place a number of instruments 
here, usually voice and very often bass guitar and elements of the drum kit too. In this 
instance, band limiting can be used to further isolate the source of interest.      
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The azimuth subspace is then resynthesised using the inverse STFT as in equation (25). 
The bin phases from the FFT of the original mixture frame are used to resyntheise the 
extracted source as in equation. The equation below specifically represents an example 
where the azimuth subspace was apparent in the left channel and so the phases from the 
left channel are used for reconstruction. 
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where W is a hanning winodw, m is a frame index, is the resynthesis of the jth 
separated source which. The equation above essentially states that a single source, , 
is the result of the windowed inverse Fourier transform using the estimated source 
spectrum and the original mixture phase spectrum. 
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The resynthesized time frames are then recombined using a standard overlap and add 
scheme. Due to the fact that the power spectrum for each frame and source is an 
estimate, and that the phase spectrum is also an estimate, the resynthesis is not perfect. 
The windowing function is not preserved and therefore the frames at the output do not 
overlap perfectly. Some distortion may be present at the frame boundaries in the form of 
‘clicking’. This was resolved by multiplying the output frames by a suitable windowing 
function which results in smoother frame transitions. Because of this, a 75% overlap 
must be used during reconstruction in order to avoid amplitude modulation in the output 
signal.  

7.3. Testing ADRess 
Testing sound source separation algorithms is not a trivial task. Comparing separations 
against the original sources present in a mixture can only be achieved if there is access 
to the original source material prior to mixing. This is rarely the case. This of course can 
be achieved using contrived mixtures for experimental purposes, however, it is 
extremely time consuming and costly to generate large numbers of representative 
contrived mixtures. Added to this, there are endless possibilities to source type and pan 
combinations as well as source number combinations. Nonetheless some experimental 
mixtures were created in order to do direct comparisons between original sources prior 
to mixing and the same sources upon separation. The remainder of the testing was 
largely empirical. 

One such test is described here. A synthetic stereo mixture was generated using 5 
general midi instruments: bass, piano, drums, vibraphone and French horn. The 
instruments were distributed linearly across the stereo field such that each occupied a 
unique position within the stereo field. A short piece of realistic music, Figure 32, was 
generated in a midi editor using these 5 instruments. The polyphony varies throughout 
the 2 bar segment with up to 9 notes sounding at once. In some cases 2 instruments are 
playing the same note at once.  
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Figure 32: The score which was generated for the 5 instruments. 

 
A stereo wav file, Figure 33, was then created using the score, instruments and panning 
parameters from above. This file was then processed using ADRess. The azimuth 
resolution, ß, and the azimuth subspace width, H, for each source was set manually to 
achieve the best perceptual resynthesis. The discrimination index, d, was set for each 
source position. 

 
Figure 33: The Stereo Mixture containing 5 panned sources. 

 

Figure 34: The five plots on the left are the individual sources prior to mixing. The 5 plots on the 
right are the separations generated by ADRess. 
 
Using a least squares error method, the separations were compared with the original 
sources prior to mixing. Table 7 shows the reconstruction error as a percentage of the 
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original source. 
Bass Horn Vibraphone Piano Drums  

32.9% 51.8% 51.8% 68.3% Reconstruction Error 52.2% 

Table 7: The reconstruction error for each source using a least squares method. 

 
Table 7Analysing , it can be seen that approximately 50% of the data for each source 

can be recovered using ADRess. In the case of the horn, 67.1% of the signal has been 
reconstructed whereas in the case of the drums, only 31.7% of the signal could be 
recovered. This is a 5 source example, the reconstruction errors reduce as the source 
number reduces and will increase as more sources are introduced. In general it is 
impossible to predict exactly what reconstruction can be achieved since this depends 
largely on aspects such as time-frequency overlap between sources as well as the 
number of sources.   
 
Subjective testing in the form of expert listner evaluation was also carried out. In this 
case, the separations are very intelligible and recognisable as the sources of production. 
Common artefacts of the separation process include the presence of interfering 
instruments in each separation. Some audible extraneous artifacts are usually present 
also since both the magnitude and phase spectra are approximations to the originals.  In 
general the quality is significantly high and subjects reported increased intelligibility of 
individual sources after separtion.  Furthermore when the separations are ‘remixed’, the 
resultant mixture is almost free from artefacts. So in cases where a user may wish to 
simply boost or reduce the presence of a source, artefacts will be minimised.  

The ADRess algorithm was also applied to a number of commercial recordings. The 
degree of separation achieved depends on, the amount of sources, the source proximity 
and the source level. If sources are proximate, it is likely that multiple sources may get 
extracted. If there is a large number of sources, partials may go missing. If the source 
level is too low, the resynthesis may have a bad signal to noise ratio. In general though, 
some degree of separation is possible. For these commercial recording examples, the 
individual sources prior to mixing are not generally available and so the only form of 
testing possible is subjective. Figure 35 below shows the separation achieved from an 
excerpt of a John Coltrane recording containing; saxophone, piano, bass and drums, all 
of which are playing simultaneously. 

 

Figure 35: Stereo recording of “In a sentimental mood” – John Coltrane 
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Figure 36: The resultant separations 

   
In the John Coltrane example described above, a very high degree of separation was 
achieved; this could almost be appreciated by assessing the plots in Figure 36 alone. 
Some non expert listeners were not aware of any objectionable artifacts in the 
saxophone separation although there are minor artifacts on close inspection. To 
reiterate, although full separation of all sources will not always be possible, some 
degree of separation will be possible. Within the EASAIER project, any degree of 
separation will aid task such as source recognition and music transcription. 

7.4. Evaluation and Benchmarking 
The ADRess algorithm was also independently evaluated in the first ‘Stereo Audio 
Source Separation Evaluation Campaign’ [48] and the results are published in [49]. The 
purpose of the campaign was to evaluate the performance of source separation 
algorithms for stereo under-determined mixtures, i.e. two-channel audio signals with 
three sources or more. Fifteen algorithms were applied to a common set of test data 
which contained instantaneous, convolutive and live recordings. These recordings were 
made under experimental conditions in order to compare each source prior to mixing 
with the outputs of each separation algorithm. Both blind and non-blind systems were 
tested according to 3 criteria: 

1. The Source Image to Spatial distortion Ratio (ISR). This criterion is used 
to assess the algorithms ability to correctly identify the source location in 
the stereo field. Each algorithm is expected to reproduce the source as well 
as its location. Effectively the separations must be stereo reproductions of 
each source. 

2. The Source to Interference Ratio (SIR). Here the interference of other 
sources is measured in each separation. 

3. The Sources to Artifacts Ratio (SAR). Any extraneous artifacts imposed 
during the separation process are measured here. 

The table below summarizes the results of the independent source separation evaluation 
campaign. The authors note in the paper that the SDR (signal to distortion ratio) is an 
arbitrary measurement which combines the above 3 criteria with no weighting and so 
the actual measurement has little bearing on the perceptual quality of the separations. 
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Furthermore, the measurement criteria, largely based on least squares projection 
methods, do not use normalization. This effectively means that a separation submitted 
with any gain or attenuation will generate a significant measurement error. Any scaling 
of the separations will have adverse effects on all three measurement criteria. 

Algorithm  1 2 3 4 5 6 7 8 9 10 11 

Reference [40] [50] [51] [52] [53] [54] [55] [55] [56] 
4.0  4.2 6.8 3.5 -23.4 -16.0 7.2 10.3 5.8 2.7 -2.4 SDR (dB)  
7.5  8.2 13.9 6.2 -21.8 -12.8 14.6 19.2 15.9 20.0 4.1 ISR (dB) 
13.2  12.9 15.5 14.4 12.8 13.2 15.9 16.0 10.7 6.8 -3.0 SIR (dB)  
5.3 10.8 7.8 5.5 5.9 5.3 8.1 12.2 5.8 8.7 4.2 SAR (dB)  
1 300 5 10 600 200 9 5 2 2 1000 Time (s) 

Table 8 : The averaged results for 11 algorithms in the Source Separation Evaluation Campaign. 

 
The ADRess algorithm (algorithm 1) performed reasonably well despite the fact that the 
separations submitted for evaluation each had 100ms of unprocessed audio at the end of 
each file and were scaled by a constant factor. This scaling and time localised 
interference has degraded the overall result achieved by ADRess in this evaluation. 
What is apparent from the above table is that the ADRess implementation is the most 
efficient requiring < 1 second to process 10 seconds of audio. The audio separations for 
each of these examples can be accessed for audition in [49].  
 

7.5. Adapting the Algorithm for EASAIER 
The ADRess algorithm was originally implemented in Matlab using the methods 
described in section 5.2. This implementation was particularly inefficient, taking several 
minutes to process a few seconds of audio. Added to this, the computational load 
increases linearly as the azimuth resolution, ß, is increased. However, increasing, ß, 
leads to more accurate localization of source components and thus leads to more 
accurate source reconstruction. In addition to this, selecting the optimal values for the 
azimuth index d and the azimuth subspace width H was particularly difficult for the user 
because the process was offline. The only feasible way to achieve acceptable results was 
by trial and error; setting parameters, processing the entire file and auditioning. To 
overcome these issues, a real-time version of the algorithm was implemented in Java 
[40] which incorporated visual as well as audio feedback. The real-time application was 
significantly more user friendly and applicative, giving the user a graphical display of 
source activity which indicates optimum parameter settings, Figure 37. The user was 
now able to vary the azimuth index (source extraction position), the azimuth range 
(source extraction width) and vary a noise threshold. 
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Figure 37: Visual Display from Java Implementation of ADRess. 

 
However, using the formulation of the ADRess algorithm described in equations  (21)to 
(25) became problematic in a real-time environment. Effectively, the original ADRess 
approach attempts to iteratively minimize a function. The number of iterations is 
controlled by the azimuth resolution, ß, which as we have stated controls the accuracy 
of the source estimates. In practice it was found that values of ß >20 were unfeasible for 
real-time operation. Such a coarse azimuth resolution has significant negative effects on 
the quality of separation achieved. This also limits the resolution and the update 
frequency of the visual feedback display as evident in Figure 37. In this example 5 
sources can be seen but not much detail about their distribution across the stereo field is 
evident. Furthermore, with an azimuth resolution of only 20 points from left to right, the 
sources need to be sufficiently spaced across the stereo field in order for separation to 
be successful. 
 
The intensity distribution plot shown in Figure 37 is updated at a fixed time interval and 
is calculated by summing across all frequency components indexed by k in equation 
(23). This can be expressed as follows: 
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where, 0 ≤  i  ≤  ß,  where  ß is the azimuth resolution, F signifies the reverse ordering 
of the matrix and || signifies matrix concatenation.  
 

Extending ADRess 
Adapting ADRess and creating the prototype for the EASAIER project has involved the 
following: 
 

• Optimizing algorithm for EASAIER 
• Redeveloping algorithm in C++ 
• Redesigning the interface  
• Extending functionality for the EASIER user 

 
As stated, the original real-time implementation of ADRess in Java was limited due to 
computational complexity. Within the context of EASAIER, source separation must be 
capable of operating simultaneously with many other real-time audio and video 
processes and so optimizing the algorithm was necessary. We were able to reformulate 
the algorithm such that the computational load was no longer dependent on ß, the 
azimuth resolution. This optimization involves using a proprietary geometric method to 
calculate the mixing coefficients and source contributions to each stereo channel with 
floating point accuracy without the need for the iterative process used in equation (22). 
This optimization significantly reduces computational load requirements and drastically 
improves the separation quality achievable. As a result, the visual feedback plots also 
have significantly higher resolution as indicated in Figure 38 which shows the intensity 
distribution of the same example used in Figure 37. 
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Figure 38 : Visual Display from EASAIER prototype of ADRess (2007) 

 
This optimised algorithm was redeveloped in C++ in order to produce the prototype. 
The open source FFT library, FFTreal [57] is also used in this implementation. The 
separation algorithm serves two purposes in EASAIER. Firstly, it is used in WP4 as a 
pre-processing step for sound object recognition tasks. In this capacity it will be 
deployed on the server side and should be capable of running in an automated fashion. 
Secondly it is used in WP5 as an enriched access tool where end users can manipulate 
parameters and separate sources in real-time.  
 
For the real-time application of ADRess, the interface was redesigned using MFC and 
some new functionality was added with the EASAIER user in mind. Figure 39 shows a 
screen shot of EASAIER source separation functional prototype. The current standalone 
version supports PCM .wav files up to 96Khz/20bit and allows seamless real-time 
manipulation of all separation parameters. 
 

 
Figure 39: The EASAIER source separation interface 

 
A brief description of the functional prototype is presented below with each number of 
the list corresponding to the numbers in Figure 39. 
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1. Graphical Display: This area of the interface gives the user visual feedback 
indicating the apparent position of the source in the stereo field as well as the 
source intensity. The graph area represents the stereo field from far left to far 
right. The resolution of the graph has no significant bearing on the 
computational load, thus a high azimuth resolution is possible. The graph is 
updated in real-time (40ms intervals) and a decay function is applied to give a 
‘peak persistence’ effect common in VU meters.  A toggle button also allows the 
user to switch over to a real-time FFT display instead of an azimuth intensity 
display. The FFT is that of the separated source which also updates in real-time. 

2. Azimuth Index: This parameter allows the user to select which source in the 
stereo field to extract. A horizontal slider is aligned vertically with the graph 
display above. The user positions the slider underneath a source which indicated 
by peak in the graph. This passes an azimuth value to ADRess which reproduces 
only the frequency components which relate to the azimuth position.  

3. Azimuth Range: This parameter allows the user to specify a range around the 
azimuth index for separation. Depending on the audio mixture and the recording 
conditions, some sources can have components spread wider across the stereo 
field than others. In order to recover these components and to achieve a 
perceptually accurate source reconstruction, the user can observe the ‘width’ of 
the source in the graphical display and set the azimuth range accordingly. In a 
new feature, the azimuth range is also updated as a grey selection area on the 
graphical display. Using both visual and audio feedback the user can achieve an 
optimum setting.   

4. Filter: This is a simple high pass filter. In certain situations multiple sources 
occupy the same position within the stereo field and so will be separated as a 
single source. The filter can be used to reduce the presence of an instrument 
which exhibits most of its energy below the cutoff. This can be particularly 
useful for centre channel separations which very frequently contain a bass 
source. 

5. Suppression: This parameter allows the user to set the signal to interference 
ratio for the separated source. This allows the user to specify how prominent the 
other sources will be in the separation. Moving the slider up brings reduces the 
amount separation perceived, allowing more of the non-separated sources to be 
heard. Moving the slider down reduces the background source amplitude until 
eventually they are silent and only the separated source remains. This new 
feature is particularly useful when analyzing music where a full separation is not 
desired. Instead a source of choice can be made more prominent by reducing the 
level of all other sources. 

6. Volume: Allows the user to control the volume level of the separation achieved. 
A basic VU meter is also supplied to give the user a time visual representation of 
the dynamics of the audio. 

7. Soft Window: This new feature can be used to improve the quality of separation 
when sources are close together in the stereo field. Instead of using a rectangular 
azimuth window as indicated by the grey selection area in the graphical display, 
the user can choose a triangular window which weights the components 
according to their proximity to the azimuth index. Components which fall 
further from the azimuth index are attenuated more than those located near the 
azimuth index. 

8. Bypass: This basic feature allows the user to deactivate the effect entirely 
allowing audio to pass unprocessed. 

 59



D3.1 Retrieval System Functionality and Specifications 
 

 
A video demonstration of this prototype can be viewed on the demo page at 
www.audioresearchgroup.com  

Conclusions and Future Work 
The EASAIER source separation algorithm and functional prototype has been presented 
along with the results of an independent evaluation and comparison against other such 
algorithms. The source separation tool is shown to be useful to a variety of EASAIER 
end users, from the music student attempting to learn a part, to the casual user simply 
wishing to hear parts in isolation, or the musicologist interested in comparing the finer 
nuances of individual instrument parts. It should be noted that the approach is only 
applicable to stereo mixtures but research at DIT is ongoing in the single channel 
domain. Future work involves automating the parameter selection so that the algorithm 
may be used to batch process large amounts of data in an unsupervised environment as 
required in WP4. The algorithm must also be integrated with the EASAIER host and 
evaluated by the End User Advisory Board. 

8. Speaker Identification and verification 
 

 
User case scenario: identifying speakers 
 
Natalie recently finished editing the first draft of An Encyclopaedia of British 
Comedians. Her particular specialist area is Peter Sellers. For her entry in the 
encyclopaedia, Natalie accessed a great number of historical radio programmes 
where Sellers was an interviewee via the internet. The interviews where Sellers 
was the one of a panel of interviewees proved particularly time-consuming to 
process. However, this was not prevalent for those programmes accessed using 
the EASAIER software, because Natalie could find Sellers voice easily using the 
Speaker Identification Functionality. To find where Sellers joined the 
interview, she made a fingerprint of Sellers voice by inputting an audio file of him 
speaking into the EASAIER interface. After creating the voiceprint, EASAIER 
could identify Seller’s voice and automatically marked those files and the 
instances within them where his voice appeared. Natalie merely clicked through 
the selected files to hear her specialist subject’s voice, which to her amusement, 
was often disguised by one of his many accents. 

 

8.1. Background 
Automatic Speaker Identification (ASI) system has a list of known speakers (target-set) 
and it has to classify the unknown speaker to one of the known speakers. Automatic 
speaker identification systems can be divided into open-set ASI and closed-set ASI. In 
the closed-set system, it is given that the unknown speaker is indeed one of the target-
set list, while in the opened set system the unknown speaker may not belong to the list, 
and hence a rejection policy must be included. 

Given a set of registered speakers (target-set) and a sample utterance (reference), open-
set speaker identification (OSI) is defined as a twofold problem. Firstly, it is required to 
identify the speaker model in the set, which best matches the test utterance. Secondly, it 
must be determined whether the test utterance has actually been produced by the 
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speaker associated with the best-matched model, or by unknown speaker outside the 
target-set. 

The Classic open-set speaker identification problem is as follows. Suppose that N 
speakers are enrolled in the system and their statistical model descriptions 
are . If O denotes the feature vectors sequence extracted from the test 
utterance then the open-set identification can be stated as follows: 
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where τ is a pre-determined threshold and  is a probabilistic score of O given 
a target model λn. In other words, O is assigned to the target model that yields the 
maximum score over the entire target models in the system, if the maximum score itself 
is greater than the threshold τ. Otherwise, it is declared as originated from an unknown 
speaker. 
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Figure 40: Open-set speaker identification  
Three types of errors are considered with open-set speaker identification: 
1) Open-set identification error (OSIE) – the unknown speaker belongs to the target-

set, but its model’s score is not the maximum score. 

2) Open-set identification false acceptance (OSI-FA) – Assigning O to one of the 

target-set models when it does not belong to any of them. 

3) Open-set identification false rejection (OSI-FR) – Declaring O which belongs to, 

and yields the maximum likelihood for , as originated from an unknown speaker. mλ

(27)Further to the discussion in the last section and based on Equation , the two-stage 
process in open-set identification can be reiterated as follows. For a given O, the first 
stage determines the speaker model that yields the maximum score, and the second 
stage makes the decision to assign O to the speaker model determined in the first stage 
or to declare it as originated from an unknown speaker. The first stage is responsible for 
generating OSIE whereas, both OSI-FA and OSI-FR are the consequences of the 
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decision made in the second stage. Figure 41 shows an illustration of the open-set 
speaker identification errors. 

 
 Input: 

OSI-FA 

Accepted as  
Target #1 

Output 
(Decision): 

OSI-E 

Accepted as  
Target #2 

Correct Classification 

Target speaker #1 

Rejected 

Non-target speaker 

OSI-FR

Correct Classification 

 
Figure 41: Illustration of the open-set identification system errors 

 

The simplest decision score for a stochastic model based open-set identification system, 
such as Gaussian Mixture Models (GMM), is the log likelihood, which is the log 
probability of the (utterances) observations, O, given a target model, λT:  

  (28) ( ) ( )log | Ts p λ=O O
However, this score is very sensitive to variations in text, speaking behavior, and 
recording conditions, especially from the non-speaker (impostors) utterances, in both 
text-independent and text-dependent tasks. This sensitivity causes wide variations in 
scores, and makes the task of threshold determination a very difficult one. Therefore, 
normalized scores are preferred over the un-normalized score of Eq. (28). 

The most obvious normalization term is that of the background model (BGM) 
likelihood: 
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( | Bp λO , known as the normalization term, is the likelihood of the observed vector 
sequence for a background model. The background model is trained by speakers, other 
than the targets, uttering general text-independent utterances (text-independent tasks) or 
a pre-determined phrase (text-dependent tasks). 

8.2. Performance evaluation  
The mentioned OSI-FA and OSI-FR errors are usually referred as detection errors. 
Their values are depended on the threshold value (τ). Figure 42 shows schematically 
(maximum) scores' histograms of targets and non-targets, and the OSI-FA/OSI-FR 
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errors. 
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Figure 42: False accept and false reject (miss) errors in score’s histogram  

If we increase the threshold, the false accept error will be lower; however, the false 
reject error will be higher, and vice versa. Each detection system may be represented 
with a curve, which represents the system performance for each threshold value. This 
curve is called Receiver Operating Characteristics (ROC) or Detection Error Trade-off 
(DET). Figure 43 shows an example of such DET curve. The case where the two 
detection errors are equal is called the Equal Error Rate (EER). If we want to work in 
other operating (detection) point, for example, if lower false reject is more important to 
us than lower false accept, we may lower the threshold value. 
 

 

False reject 

False accept

EER

 

Figure 43: Example of DET curve  

8.3. Speaker verification and retrieval    
Speaker Verification is the use of a machine to verify a person’s claimed identity from 
his voice. It’s a special case of OSI-SID where N=1 (only one target in the system). In 
the verification system, the decision to accept or reject an identity claim, T, is based on 
the comparison of a score, , with a threshold, τ:  ( )s O
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τ
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There are two errors connecting to verification:  

False Alarm (or False Accept) – the case where impostors are verified as targets (the 
true person), 

Miss (or False Reject) – the case where targets are verified as impostors. 

In Speaker Retrieval (Speaker spotting/hunting), a collection of multi-speaker sound 
files is searched for a specific speaker (target). With speaker retrieval engine, all the 
sound files in the sound archive are to be scored (according to one referenced target’s 
speech file), and the human listener checks only the top scoring sound files which pass a 
pre-defined threshold. 
Preliminary experiments of the speaker verification system were setup on the NIST99 
1SPK database, consisting of both male and female speakers. Each target’s GMM 
model was trained to have 50 Gaussians (with diagonal covariance matrices), using two 
minutes of one side conversations (two different telephone conversations, one minute 
each). The speakers are males and females, talking with carbon-button handsets or with 
electret handsets. The testing files are shorter than the training files. The verification test 
includes 686 targets’ trials and 9950 impostors’ trials.   

Several experiments have been made to determine the best system’s structure. It was 
shown that two BGMs (one for each gender) are better than one BGM. It was also 
shown that 256 Gaussians BGMs are better than 50, 100, and 512 Gaussians. It was 
shown also that feature normalization with their standard-deviation (STD) does not 
improve results. 

Figure 44 shows a DET plot of the baseline verification system. The EER is 8.71%. 
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Figure 44: DET of baseline verification systems  

8.4. Speaker identification system 
The speaker identification system is based on Gaussian Mixture Models (GMM) 
classifier and is suitable for text-independent tasks. Figure 45 shows the open-set 
speaker identification system, which consists of training, testing (identification) and 
memory. The training involves the acquisition of all the target-speakers’ speech in the 
database to be searched (training database). The signals are pre-processed and features 
are extracted. Using these sequences of feature vectors – target speakers’ models are 
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estimated. In the identification (test) stage, the input is an unknown speaker utterance, 
which undergoes pre-processing and feature extraction. A pattern-matching scheme is 
used to calculate the probabilistic scores, which represent the matching between the 
tested speech and the models in the database. Then, score alignment is made and the top 
M scores are checked vs. a pre-determined threshold, τ. If a score is greater than the 
threshold, then the system’s output is the name of the target that its model is responsible 
for this score. Otherwise, if a score is less than the threshold, the system’s output is 
unknown speaker (rejection). 
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Figure 45: The speaker identification system  

8.5. Speaker Identification Prototype  
 

We present here a Speaker Identification application which is based on technologies 
developed by NICE and incorporates elements of the speech-related research described 
above.  The Speaker Identification application enables you to: 

• Create a list of target speakers (target set), and divide the target speakers into 
categories or groups 

• Edit a voice sample and create a voiceprint model of a target speaker’s voice sample 

• Save target speaker  voice samples and voiceprint models to a database 

• Given a voice sample query for the best match with the target set voice prints. 
Present the scoring match with all target set in a descending order.   
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Create the target set 
The Targets Editor enables you to create new groups and targets, associate voice 
samples with the targets, and create voiceprint models. The Targets Editor is divided 
into three panes: 

• Groups pane - enables you to create groups, displays existing groups 

• Targets pane - enables you to create targets, displays existing targets 

• Targets Details pane - Displays target details, enables you to edit target details 
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Groups pane Targets pane Targets Details pane 

Figure 46: Targets editor  

Create voice print  

By using  one can add a voice sample in the addition to the current 
target ID profile. One can also playback and edit the voice sample  before 
generating the attached voice print. This gives the option to clean the voice sample from 
multi-speakers and other non-speakers segments. Pressing  the Audio Editor 
appears displaying a graphic view of the sound waves of the call.  
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Figure 47: Audio Editor  

 
1.    To start playing the audio sample, click Play.  
 
2.    If the speech includes multiple voices, take note of the parts of the audio sample in 
which only the target speaker is talking. This is called the target voice. 
 
3.    To select the target speaker, drag the mouse over consecutive sound waves 
belonging to only the target’s voice. This is depicted in Figure 48. 

 

 
Figure 48: Dragged sound waves  

 
 5.    To redefine the selection, click Play and drag the mouse over a smaller or larger 

selection as necessary. When satisfied with the selection, click Add in the Target 
Segments section. The selected voice sample is added to Target Segments. 
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Figure 49: Target segments  
 
6.    To add more Target Segments, repeat steps 4-5. 
 
7.    To add Non Target Segments, select consecutive voice waves belonging to the Non 
Target voice. Then click Add in the Non Target Segments section. 
 

 
Repeat this step to add more non-target segments. 
8.    When one has finished selecting Target and Non Target segments, Segmentation 

 is then selected. 
 
The Audio Editor separates the Target from the Non Target segments and displays the 
original voice sample divided into three separate parts: the Original voice sample, 
Target Segments, and Non Target Segments. See Figure 50 below. 
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Figure 50: Voice sample separated into target and non-target segments   

 
 10. When satisfied with segmentation results, click Save  . Close theAudio 
Editor. 
 
11.  In the Targets Editor, select the edited voice sample and click . 
 
12. The voice print will be saved in the target set models DBs with the respective ID 
information.  

Query by voice sample  
The Query tab enables you to compare a selected voice sample against selected targets’ 

voiceprint models. 

The Query form is divided into three panes: 

1. Selection Criteria pane - enables you to select the voice sample you want to use 
for comparison, and define query criteria. 

2. Targets pane - displays the targets whose models you are comparing, enables 
you to select specific targets (also known as suspects). 

3. Output pane - enables you to run the Speech ID Test, and displays results of the 
test 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Selection Criteria pane Targets pane Target Details Pane 
 

Figure 51: Query Tab 
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1. In the selection criteria pane Click Browse and select a voice sample.  

2. In the Targets pane, select the targets whose voiceprint models you want to 
compare with the voice sample you selected in step 1. 

3. Click Run Test . 

4. The Speech ID Test results are displayed in as in Figure 52. 

 
 

Figure 52: Query results  

8.6. Future Work  
Fast implementation for Speaker Spotting   
When we consider a speaker spotting system using a relatively big stack size (many 
models), ad-hoc search is more difficult to achieve. A fast-scoring-process algorithm 
should be operated in order to reduce the number of stack (target-set) models to be 
scored. This will be is done by investigating a frame-decimation technique. The frame 
decimation can be used in many versions, such as: fixed-frame-decimation, initial sort-
segment (ex. 3sec).  

The idea is that we use short utterances (shorter sequence of feature vectors). This 
means, for each test, the stack models are pre-scored using only part of the tested 
utterance (segment). Using only short utterance (ex. 3sec) will significantly reduce the 
time of the scoring process. After the pre-scoring, only a certain percentage (S%) of the 
top-scored models are re-scored using the regular scoring process using the complete 
test utterance. This fast-scoring-process can be performed on target models scoring 
and\or background models scoring. 

Frame quality for Speaker Identification  
The frames used for calculating the likelihood score for Speaker Identification should be 
with high speech quality in enable to give reliable model likelihood score estimation. 
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For this purpose a frame quality detector should be investigated to enable discarding of 
low quality frames.  

The following method will be investigated: 

1. Top score: The method takes into consideration only the highest temporal scores 
in the utterance for the score calculation. Higher score frame are much likely to 
characterize the speaker.  

2. Non informative frames: In this case we need to select the most informative 
features of the speaker and exclude frames which give no information on 
specific speaker. For example abrupt noise in the channel or any emotional 
event. We extract those frames which are not speaker informative and select 
frames that seize speaker characteristics.  As an example, calculate the neutral 
measure of some feature (e.g. pitch) and then extract frames which deviated 
considerably from the neutral measure.  In a more general way we could exclude 
emotional frames in the test and training stage by using frame based emotional 
detection algorithm.  

3. Outlier detector: Detect outlier frames by using a more robust statistical method.  

9. Instrument Identification 
 
 

 
User case scenario: education in schools 
 
Edwina works at a country school where she is responsible for teaching all 
subjects of the curricula to a small number of students, from elementary to high 
school age. She wants to teach her students about classical music instruments, but 
has little background in music education. Accessing a classical music site that 
uses EASAIER, she sources a number of classical music recordings that employ a 
narrator to introduce the various instruments, such as Prokofiev’s ‘Peter and the 
Wolf’ and Britten’s ‘A Young Person’s Guide to the Orchestra’. But Edwina 
thinks that an orchestra, and a rather patronising narration, would appear distinctly 
‘uncool’ to her students. At the bottom of the list of items retrieved is Stravinsky’s 
‘A Soldier’s Tale’, a piece for chamber ensemble. Upon listening to it, Edwina 
thinks she has something that is classical, yet different enough from the 
mainstream, to keep her students interested. In this work, each of the instruments 
– clarinet, bassoon, trumpet, trombone, violin, double bass and a variety of 
percussion instruments – is presented clearly in its own right, without a 
patronising introduction, as part of a riveting story read out by a narrator. 
However, Edwina is not sure what all the instruments actually are, and there is no 
record in the metadata, so she goes to her computer for help.  
 
As the website that she sourced her material from used EASAIER software, 
Edwina downloaded the user software to her laptop. Searching through to the 
software Help menu, she sees the Instrument Recognition Functionality. She 
employs this function when listening through the work for a second time to 
identify the instrument is playing at a given time. Edwina then notes the instances 
where each instrument appears. She saves this EASAIER session. Taking her 
laptop to school, Edwina opens the saved session, accessing quickly the marked 
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up instances of each instrument in the audio record, using with confidence the 
names of the instruments given by the Instrument Recognition Functionality as 
educational prompts during the lesson. 

 
Descriptions of systems capable of automatically classifying sounds arise in various 
contexts as different as bioacoustics, speech ([58, 59]), sonar classification[60] and 
Killer Whale sounds classification[61]. The classification and identification of musical 
instruments is a very active area of research, which includes applications that fall within 
the scope of the EASAIER system such as: 

 Music Information Retrieval System (MIR): recent trends in multimedia 
digitization, in particular in audio recordings, have increased the availability of 
digital music archives. The ability to recognize musical instruments from real 
world musical performances stands as a key capability in a modern MIR system 
such as the EASAIER system. This allows the user to: 

o Retrieve recordings according to the presence of a given instrument  

o Sound Similarity analysis between music recordings: the EASAIER 
system will allow the retrieval recordings from an audio archive based on 
the instrumentation similarities to a previously retrieved recording. 

 Segmentation based on instrument activity: in a musical mixture, the 
identification of the audio sources would also allow indexing specific 
subsections of a recording where the different instruments become active. For 
example, the musical phrases in which a piano is active within a piece of music 
could be automatically marked and looped.  

The goal of classifying musical instruments with a computational model has largely 
been mainly approached by considering the relevant acoustics features produced by the 
musical instrument and passing these features into a machine learning algorithm to 
obtain a condensed and representative model of each instrument class. The model can 
be interpreted as a timbre perception space, where the multi-dimensional nature of 
timbre is transposed into a multi-feature descriptor based system which represents the 
sensory information received by the ear. 
 
The instrument classification learning models typically require the provision of a 
training set, which comprises of instrument recordings and the instrument labels 
associated to them[62]. A large set of features is extracted from the recordings, which 
are transformed into selected features by the refinement algorithms. Then, a learning 
algorithm is utilized in order to train the classifier. The performance of the classifier is 
evaluated by using a test set of instrument recordings which are independent of the 
training set. The different parts that comprise such a system are depicted in Figure 
53[62]. 
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Figure 53: Diagram of the general instrument classification system. Adapted from [62] 

 
Information of the physical mechanisms yielding the production of sound by musical 
instruments can also be incorporated into a classification system. Plucking a string, 
blowing in a saxophone mouth-piece or pressing a piano key involve different physical 
principles, which leads to the idea of instrument classes. In Figure 54, a taxonomy based 
on the physical instrument mechanisms is shown. 
 

 
Figure 54: Taxonomy of Pitched instruments 

 
The choice of the initial and selected features, as well as the intermediate stages towards 
final classification such as the use of refinement algorithms, learning algorithms and 
classifiers, all have bearing on the outcomes of the results with this approach. In the 
following sections, a brief introduction to the most widely utilized features and the 
above mentioned refinement and classification algorithms is provided. 
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9.1. General Instrument identification system 

Features 
There is an abundance of literature detailing the numerous audio features which can be 
extracted from an audio signal[63]. In this section, a brief discussion of the 
classification of the features which have proved the most successful in modern 
automatic musical instrument identification is provided: 

 Temporal features: these features are computed on the signal as a whole in 
order to capture the changes of the signal over time. Temporal features include 
log attack time, temporal decrease and the amplitude envelope. 

 Energy features: refer to the energy content of the signal such as the total signal 
energy, harmonic energy, stochastic energy and the root mean square (RMS). 

 Spectral features: these Features are computed in order to measure 
characteristics of the spectrum of the signal. Widely used spectral features 
include spectral centroid, spectral spread, spectral envelope and spectral 
skewness. 

 Harmonic Features: this musical information is derived from the Harmonic 
composition of the signal, e.g. Fundamental frequency, inharmonicity and the 
odd to even ratio. 

 Perceptual features: these features are related to the perceptual properties of 
the human auditory system, such as mel frequency cepstral coefficients (MFCC), 
loudness and sharpness. 

Refinement algorithms 
As it can be seen in Figure 53, the set of initial features can be refined before training 
the classifier by the use of the following refinement operation: 

 Feature selection from the original feature space can be desirable in the 
automatic musical instrument identification domain. Thus, only features that are 
relevant to the different class labels are maintained[64]. 

 
 Feature transformation algorithms transform the original set of features into a 

different set or dimension, in which the data shows a more useful probabilistic 
distribution. Principal component analysis (PCA) is a traditional statistical 
method to reduce dimensionality of the data. PCA seeks to find a lower 
dimensional representation that accounts for variance of the features[65]. 
Another feature transformation method is Independent component analysis 
(ICA), which has recently emerged as an interesting method for finding 
decorrelating feature transformations for instrument classification[66]. 

 

Learning algorithms and classifiers 
Following the selection of a subset of features, a learning algorithm that uses the 
selected features to discriminate between instrument families or classes is required. A 
list of the most widely utilized learning algorithms and classifiers methods is listed as 
follows: 

• k-Nearest Neighbours (k-NN): This instance-based learning method is a 
popular non-parametric technique in pattern recognition. First, the feature 
vectors of all the training set are stored. Then, an unlabelled sound is 
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classified according to the k-nearest observations of the sound in the feature 
space[67]. 

• Linear Discriminant Analysis (LDA): this method extracts features by 
projecting the original parameter vectors into a new feature space through a 
linear transformation matrix. LDA pursues the largest ratio of between-class 
variation and within-class variation when projecting the original feature to a 
subspace[68]. 

• Artificial Neural Networks (ANN): this model consists of an 
interconnected group of artificial neurons. The ANN is an adaptive system 
that adapts its structure based on the information that flows through the 
network during the learning phase[69]. 

• Other classifiers: other learning algorithms that can be utilized includes 
Gaussian Mixture Models (GMM)[70], Support Vector Machines 
(SVM)[71] or J48 Decision trees[72].  

 

9.2.  Instrument Identification methods 
Most of the research in instrument classification has been focused on labeling isolated 
samples or solo phrases. This is explained by the complexity of identifying individual 
sources within polytimbral (multi source) recordings. However, the majority of the 
music material present in a sound archive is typically polytimbral by nature. Thus, a 
robust instrument classification system capable of dealing with mixtures of instruments 
remains a necessity in MIR. Firstly, an overview of the main approaches that have used 
isolated sounds (samples or solo phrases) is provided. Following this, we conclude this 
discussion of instrument identification methods with discussion of the classification of 
polytimbral sounds. 
 

Classification of isolated sounds 
Agostini et al. [71] state that the most informative features are the mean of the 
inharmonicity, followed by the mean and standard deviation of the spectral centroid, 
and the mean of the energy contained in the first partial. Several classification 
techniques are employed in their system, where the Support Vector Machines (SVM) 
provided the best results in the recognition of individual instruments.  
 
Kaminskyj & Czaszejko[73], propose a musical instrument recognition system which 
uses the following features: cepstral coefficients (CCC), multidimensional Scaling 
Analysis (MSA) trajectories, root mean square (RMS) amplitude envelope, spectral 
centroid (SCD) and the presence of vibrato. Principle Component Analysis (PCA) was 
applied to allow direct interpretation of the most significant parameters describing the 
signature of each instrument sound. As in [67], the classifiers employed in the system 
used the kNNC algorithm. Pruysers et al. [74] extends the Kaminskyj & Czaszejko's 
system by also including Morlet wavelets (MWA) and Dauchencies wavelet (WPA) 
packets. The results show an improvement in the system accuracy. 
 
Simmermacher et al.[75] investigated the performance of different feature schemes to 
find an optimal feature combination for robust instrument classification. Of the best 20 
features selected for each of the feature selection methods, the Log-Attack-Time (LAT) 
and Harmonic Deviation (HD) proved the most relevant. 
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Knowledge Data Mining techniques consist of optimizing a whole system both at the 
feature and classifier levels. In essence, a consequent number of features are extracted 
from the audio signals. Next, the principle is to maximize the systems performance in 
terms of correct identification rates by selecting, for each class, the feature set allowing 
the best discrimination between the other classes in the database. These approaches 
generally involve iterative and trial-and-error procedures. In the case of confusion in the 
classification between instruments, applying class pairwise feature selection optimizes 
the classification performance[76]. 
 
Added to the detection of isolated instrument samples, a significant amount of research 
has focused on detection of musical phrases, which constitutes a more realistic musical 
scenario. In [77], a method that utilises MFCCs as the baseline features is presented. 
The additional features utilized are the time derivative of MFCC (deltaMFCC) as well 
as spectral features, including the Audio Spectrum Flatness (ASF) which proved to be 
the most relevant for instrument recognition. In [70], Brown focuses on the detection of 
wood wind instruments by using a GMM classifier. The model presented in [78], 
models the resonances of the power spectrum by estimating line spectrum frequencies, 
which are used as features in the classifier. 

Classification of Polytimbral sounds 
In [79], the authors address the fact that few researchers have dealt with identifying 
musical instruments in a polytimbral context. Kitahara's study addresses the problem 
facilitating score-based music annotation of polyphonic music. The main difficulty in 
identifying instruments in polyphonic music is the fact that acoustical features of each 
instrument could not be extracted without blurring because of the overlapping of partials 
(harmonic components). The system presented in [79] applies weights to features, 
where higher weighting values are utilized to features affected less from overlapping. 
Kitahara uses Discriminant Analysis with Mixed Sounds (DAMS) on training data 
obtained from polyphonic sounds, which generates a subspace where the influence of 
the partial overlapping problem is minimized. In addition, the author considers the 
temporal continuity of melodies. Thus, if the majority of identified sequential notes 
were for example a flute, a note classified as clarinet within this sequence could be 
considered erroneous. However, the system uses prior information of the correct 
fundamental frequencies. In addition, the testing procedure was performed by using 
synthetic music. 
 
Addressing the limitations in [79], a later study by Kitahara et al. [80] describes a 
technique for recognizing musical instruments in polyphonic music without relying on 
onset detection or F0 estimation, which are manually fed to the system. The idea behind 
the technique is visualizing the probability that a target instrument exists at each time.  
 
In [81], the authors identify frequency regions that are dominated by energy from an 
interfering tone. The regions are then considered unreliable and excluded from the 
GMM classification process. In [82, 83], hierarchical methods that recognize musical 
instruments in polyphonic music without the requirement of prior source separation are 
presented. The methods identify combinations of instruments by detecting cues on the 
common structures of musical ensembles. 
  
A method based on independent subspace analysis (ISA) is presented in [84], where the 
features are derived from the statistical independent components provided by the ICA 
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part of ISA. In [85], non-linear ISA is utilized to model the short-term log-power 
spectra of polyphonic music as weighted non-linear combinations of typical note 
spectra. The spectra are learned from a training set of isolated notes or solo recordings 
from different instruments.  
 
In [86], an instrument recognition system based on the calculation of the fundamental 
frequency and the onsets played by the instruments is presented. In this case, the 
classifier uses a set of neural networks. 

9.3. Instrument Identification Prototype 
The EASAIER prototype, which will continue to be refined and improved upon 
throughout the project, is based on work developed by Queen Mary. This system uses 
the Line Spectrum Frequencies (LSF) as unique features whose statistical properties are 
learnt using the k-means algorithm. During the training phase, models are built by 
determining an optimized codebook of LSF vectors for each class of instruments. 
During the identification phase, one codebook is similarly extracted from the unknown 
audio sample. A distortion measure between two codebooks is used to retrieve the 
identity of the presented excerpt. An early implementation is described in [87], and 
more details may be found in [78]. 

System Description  
The framework conforms to the standard instrument/speaker recognition procedure 
encountered in the literature. It consists of two offline phases, namely the training and 
testing phases:  

During the training phase, the statistical modeling is performed using a k-means 
algorithm in its classical LBG (Linde-Buzo-Gray) form. Each instrument in the database 
is modeled by an optimized (in the k-means sense) dictionary of LSF vectors. In 
essence, each codeword can be seen as a characteristic short-term spectral envelope of 
the given class.  

During the testing phase, an identical number of codewords is determined for each 
excerpt in the testing set. The identification process consists of evaluating the distortion 
between two codebooks: one taken from the models database and one corresponding to 
the sample to identify. For this purpose, the definition of a distortion measure based on 
the Euclidean distance and tailored for the k-means optimization is introduced. After 
having compared the unknown codebook to all the models in the database, the identity 
of the presented excerpt is the one associated with the codebook in the database which 
minimizes the distortion measure.  

The database that was used consisted of combined subset of the IR-IOWA and the RWC 
isolated note databases. The following instruments have been retained for the 
experiments: bassoon, clarinet, flute, oboe, sax, trombone, trumpet, cello, violin and 
viola. A singing voice class containing samples from male and female singers has also 
been added. Details are given in Table 9.  
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Table 9. Instances and number of notes per instrument and per database that have been retained 
for the experiments. Abbreviations pp, mf, and Vib stand for pianissimo, mezzo-forte, fortissimo 
and vibrato respectively. 

Results  
In all the experiments, models have been trained using 70% of the available data while 
30% were retained for the testing. Experiments were reiterated 3 times with different 
training and testing sets and identification rates were accordingly averaged. 
Comparative performances are summarized in Table 10. The rows of the table show 
different Line Spectrum Frequency feature order, ranging from 8 to 40 while the 
columns show the number of clusters, ranging from 10 to 40 (for both GMM and k-
means). In order to avoid singularities during the EM optimization, variance limiting 
prior (σ2

min
 
=0.01) is set at each iteration. The EM optimization stops when the relative 

increase of the log likelihood log p(X) between each iteration falls below 0.1%.  
 

 
Table 10. Average correct identification rates as a function of the LSF order (showed in rows) and 
the number of clusters (showed in columns) for the three classifiers. 

For the GMM-based classifier, average correct identification rates range between 66.5% 
and 83.7%. The best performance is obtained by using LSF and mixture of 40 Gaussian. 
The corresponding confusion matrix is shown in Table 11. Individual correct 
identification rates range from 66.2% for the violin class to 98% for the singing voice 
class. Most important confusions include violin-viola (23% of the violin testing samples 
were classified as viola) and oboe-clarinet (7% of the oboe testing samples were 
identified as clarinet). In terms of instrument families identification, bowed strings are 
recognised 90% of the time, brass 87.8% of the time and reeds 82.9% of the time.  
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Table 11. Confusion matrix using GMM-based classifier. LSF and mixture of 40 Gaussian have 
been used, yielding an average correct instrument identification rate of 83.7%. 

 
When using the k-means, best performances are obtained using the distortion measure 
between two codebooks described in [78]. Using 24 LSF and 40 clusters yields 95.3% 
correct classifications. Corresponding individual identification rates are reported in 
Table 12. They range from 85.7% (oboe) to 100% (trombone). Cello, singing voice and 
trumpet classes are correctly identified more than 99% of the time and in terms one vs 
one confusion, 4% of the violin samples are classified as being viola. Finally, bowed 
strings, brass and reeds families are identified 96.1%, 98.2% and 95.8% of the time 
respectively.  
Using the same parameters and the Mahanalobis minimum distance classifier, the 
average correct identification rate dropped down to 72.5%. The maximum performance 
(78.8%) is obtained by using 16 LSF and dictionaries of 30 codewords for the models. It 
can further be noticed that identification rates for both GMM and Mahanalobis 
classifiers degrade as the feature order increase as opposed to the system using the 
distortion measure between two codebooks.  
 

 
Table 12. Confusion matrix using a k-means classifier and the distortion measure between two 
codebooks. 24 LSF and 40 codewords have been used, yielding an average correct instrument 
identification rate of 95.3% 
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9.4. Future Work 
The two main areas of instrument identification which have been identified as topics for 
future work are: 
 

• Resolving Channel Dependency Issues. 
• Polytimbral Instrument Identification. 

 

Resolving Channel Dependency Issues  
What is clear within the realm of instrument identification is that a training set for each 
instrument is necessary and that some learning/clustering algorithm is also necessary for 
identification. The problem as stated above is that of channel dependency. The ideal 
solution to the problem would be to provide a training set which contains multiple 
instances and various recordings of a single instrument in various environments and 
scenarios. To overcome this issue, we suggest that the limited test set of recordings 
could be artificially processed in order to simulate all of the realistic channel 
possibilities, thus resulting in a significantly larger training set which includes channel 
variability.  
 
Starting with a limited training set, it was suggested that the audio be processed in the 
following ways in order to emulate various recording chain possibilities: 

1. Filtering. The timbre of an instrument can be altered greatly by the choice of 
microphone used to record the instrument. For example, dynamic coil 
microphones lack high frequency response, often with significant attenuation 
above 13Khz. Both dynamic and condenser microphones often have non-linear 
frequency responses leading to attenuation and amplification of certain 
frequency ranges. This coupled with audio production techniques suggests that 
the spectral envelope of a recorded instrument could vary greatly yet still be 
recognised by humans as a particular instrument. By manually applying various 
filtering techniques, a single recording could be transformed into a set of 
‘possible variations’ in order to extend the limited training set. Within the same 
realm, recordings from older media such as vinyl and cylinder could be partially 
simulated using appropriate band limiting. 

2. Compression and Limiting. Many instrument identification systems depend 
on temporal features as a discriminator. In an audio recording, the temporal 
dynamics of an instrument can vary greatly depending on the proximity of the 
source to the microphone. Added to this, it is common place in audio 
production to use dynamic compressors and limiters in order to vary instrument 
dynamics. By manually applying realistic dynamic variations to the audio using 
compressors and limiters, the test set could be further extended. 

3. Reverberation. Perhaps one of the most important ways in which recordings 
can differ is in the use of real or artificial room acoustics. Imagine the case for a 
solo trumpet. Trumpet in the context of classical music is typically recorded in a 
large reverberant hall. Trumpet in the context of jazz for example, is more 
likely to be recorded in a small club or in a small recording studio dry room. 
Although, humans would be able to resolve both instances as the same 
instrument, an instrument identification system would struggle if not provided 
with a valid training set. With this in mind, artificial reverberation of various 
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types could be applied to the limited training set in order to extend its 
usefulness. 

4. Noise & Artifacts. Many older recordings suffer bad signal to noise ratios as 
well as being prone to artifacts such as hiss, hum, crackle and clicks. In order to 
simulate this presentation of audio, the above mentioned noise and artifacts can 
be synthetically added to a limited training set thus emulating various channels 
of reproduction.  

5. Distortion. For various reasons, audio signals can become prone to non-linear 
and harmonic distortion resulting in yet another permutation of channel 
variability. By artificially subjecting a training set to realistic distortions, the set 
can be further extended.  

 
Using this approach, a relatively small training set which does not encapsulate all of the 
possible presentations of an instrument, can be transformed into a larger training set 
which accounts for channel variability. 
 

Polytimbral Instrument Identification 
As stated, most audio content will contain multiple instruments playing simultaneously. 
This being the case, the majority of instrument identification approaches are 
inapplicable in a real-world situation. However, it has been indicated in several studies 
that if sources could be separated within mixture recordings, monophonic instrument 
identification techniques could be applied to each separation. In section 5 it was shown 
that although source separation is feasible, some artifacts will always be present to 
varying degrees. Added to which, certain separations may contain 2 or more instruments 
depending on the pan criteria applied during mix down. So source separation alone will 
not necessarily allow polytimbral instrument identification but may prove useful in 
combination with a more flexible representation of instrumentation as discussed below. 
 
The standard approach to instrument identification involves making an explicit 
recognition decision. The result is usually stored as textual metadata. So for example, if 
someone were to query the system for “French Horn”, only content explicitly tagged 
with, e.g., ‘<Instrument> French Horn </Instrument>’ can be returned. Furthermore, if 
the recognition system makes a false detection, the metadata is forever incorrect. Added 
to this, queries for instrumentation which is ‘similar to but not the same as’ would 
require the inclusion of ontological relationships.  
 
We propose an alternative method for representing instrumentation. This method 
involves representing instrumentation as a probability vector. In this way, every 
instrument can be assigned a probability of occurrence in any given piece of audio. 
Figure 55 shows an example of such an ‘instrument probability vector’. 
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Figure 55: An example of the Instrument Probability Vector 

 
This involves using the same feature extraction and selection approaches, and similar 
clustering techniques as described above. The only exception being, that all of the 
instrument occurrence probabilities are retained and placed in a vector. Each entry in the 
vector is essentially the probability of occurrence of a particular instrument. By 
positioning each instrument in order of class along the probability vector, a flexible 
instrumentation representation can be created. 
 
This vector can then be used to allow very flexible queries. If for example the user 
wants to search by similar instrumentation, a simple correlation of probability vectors 
will indicate the similarity between two pieces of audio. This also allows similar 
instruments to appear in the results without the need for ontological relationships. 
Figure 56 shows an example of 2 instrumentation probability vectors which are very 
similar but may contain slightly different yet similar sounding instruments. In this way a 
piece containing: French horn, clarinet and viola will return a similarity to another piece 
containing: trumpet, oboe and violin without the explicit need for ontological 
relationships. 
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Figure 56: Two similar instrument probability vectors showing ‘similar but not the same’ 

instrumentation  

 
Another typical query might involve searching for a particular instrument or instrument 
class. This can be facilitated by doing simple peak peaking on the vector. In the case of 
searching for an instrument class, the resultant sum of n consecutive values could 
represent the instrument class probability. For example, the combined probability 
elements 33-38 in Figure 56 above may be used to represent the probability of Brass 
existing in a piece.  
 
By combining source separation with the instrument probability vector, and by 
extending training sets to account for channel variability, we believe that a robust and 
applicable instrument identification system can be created. Figure 57 below outlines 
what such a system might look like. 
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Figure 57: Block diagram of proposed Instrument Identification System. 

 

10. Integration and Future Work  
Conclusions and discussion of future work regarding the signal processing algorithms 
have already been addressed in previous sections. In this section, we concentrate on 
how the segmentation, separation, and identification prototypes will be integrated into 
the overall EASAIER system. 

The automatic features extraction process in EASAIER is based on an open architecture 
that uses an external schema and a pool of dynamically-loaded plugins for the extraction 
of time-synchronous descriptors from an audio asset. 

This approach has the advantage of introducing a good degree of flexibility in the 
system, allowing a better fit of the extraction process to the types of audio asset under 
analysis and the types of descriptors required by the system's ontology. 

The use of extraction algorithms wrapped into independent binary components that 
adhere to a standardised API also allow a quick expansion/enhancement of the 
capabilities of the system if new or more robust extraction algorithms become available. 

The current implementation of the segmentation/extraction application only permits a 
“single pass” process; mutually independent time synchronous features are extracted 
sequentially by a single extraction schema and the descriptors are dumped to a RDF file 
that can be later ingested by the system ontology. 

This approach is rather restrictive and could cause a number of problems since the 
successful extraction of some features may be conditional to a correct classification of 
the nature of the asset under analysis. For instance, in the case of an audio file 
containing both speech and music, it is mandatory to identify segments that contain 
musical audio prior to the application of a schema created for the extraction of rhythmic 
descriptors.  
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Conversely, the application of algorithms for the segmentation of speaker to a musical 
section will return false results that may not be discarded by the ontology and thus 
generate errors during the indexing process.   

In order to increase the robustness of the system and allow for cascaded features 
extraction processes, an extra control layer is being added to the current segmentation 
prototype. This enhancement will allow the feature extraction process to be carried out 
recursively on the audio asset under analysis, employing a different extraction schema 
for each recursion. 

The proposed architecture is shown in Figure 58. In the implementation, the extraction 
process is driven by a work flow engine that, depending on the nature and position of 
previously extracted descriptors, determines the extraction schema appropriate to 
specific segments of the audio asset under analysis.   
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Figure 58. Block diagram of proposed recursive features extraction architecture. 

For instance, during the first iteration of the features extraction process, an audio asset 
containing both speech and musical audio would be processed in its entirety by an 
extraction schema that loads a plugin for music/speech segmentation.  

A parser would then identify the segments containing music by scanning the RDF 
output of the first iteration and the “work flow engine” would consequently apply a 
music-specific feature extraction process to the appropriate portions of the audio file. 

Whilst this is a relatively simple case of source type discrimination, the consortium is 
planning to investigate more complex types of iterative features extraction, possibly 
introducing some sort of formal language for the definition of the extraction work flow.      

All functionalities in the prototypes described in this deliverable will be implemented in 
the EASAIER user interface, whereupon testing and evaluation of these functionalities 
will be carried out as part of WP7, utilizing the Expert User Advisory Board and 
EASAIER’s target end user group hosted at the RSAMD. 
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