
Music Information Retrieval 
Music Information Retrieval (MIR) involves searching and organising large collections of music, or music information, 
according to their relevance to specific queries. This is particularly relevant given the vast quantities of musical 
information available in digital format, and the popularity of music-related digital services. The last four years have 
seen the introduction of a major conference series on the subject, the International Conference on Music Information 
Retrieval (ISMIR), as well as numerous symposia and workshops, gathering an expanding community of multi-
disciplinary researchers including librarians, computer scientists, musicians, electronic engineers and musicologists, 
amongst others. Furthermore, given its obvious commercial appeal, most media content owners and distributors (e.g. 
Philips, Sony, Apple) are actively involved in research in the field, while numerous libraries are seeking to incorporate 
some form of support for MIR in their on-line digital services. 
Simple MIR systems retrieve data according to a textual query introduced by the user, e.g. ‘David Bowie Heroes’. In 
those cases the text is compared with the text data that is associated with albums and tracks, making the system 
essentially no different from any text-based search engine (e.g. Google, Yahoo). However, given the characteristics of 
the content being retrieved, there is a need for systems that are able to accept “musical” queries such as scores, sung 
melodies (query by humming) or recorded audio segments (query by example). This proposal is concerned with the 
latter case. 
The goal of querying by example is to retrieve pieces of music from a large collection of digital music content, by their 
similarity to an example audio document. The ability to perform query by example is an important requirement for MIR 
systems. It poses numerous challenges including computational and complexity issues, the design of an appropriate test-
bed and the choice of an adequate representation for the audio in the query and music collection. The choice of audio 
representation dictates the similarities that can be identified by the system. Existing approaches to choosing the 
representation can be broadly divided into those attempting to identify low-level (acoustic) similarity and those aiming 
to quantify high level (e.g. note, melody, etc) similarity. 

Low-level similarity 
Systems based on low-level acoustic similarity measures are usually intended to recognise a given recording under 
noisy conditions and despite high levels of signal degradation. These audio fingerprints represent audio as a collection 
of low-level feature sets mapped to a more compact representation by using a classification algorithm: Haitsma and 
Kalker [1] use Fourier coefficients and quantization on logarithmically spaced sub-bands, Allamanche et al.[2] use 
MPEG-7 low-level spectral features, while Battle and Cano [3] use Mel Frequency Cepstrum Coefficients (MFCC) 
followed by decoded Hidden Markov Models (HMMs) to produce the required labelling. These features can be 
extracted from the signal on a frame-by-frame basis and require little (if any) use of musical knowledge and theory.  
This technology has shown great success in detecting exact one-to-one correspondence between the audio query and a 
recording in the database [4], even when the query has been distorted by compression and background noise. It has seen 
commercial application in music recognition for end-users and in radio broadcast monitoring [4]. However, acoustic 
similarity measures disregard any correlation to the musical characteristics of the sound. As a result, two different 
recordings of the same song (even sharing performer and instrumentation) may not necessarily be near matches in a 
similarity-ranked list. Low-level similarity measures perform poorly in the retrieval of musically-relevant near matches.  

High-level similarity 
As an alternative to low-level similarity for music retrieval, we could attempt to find high-level representations from 
audio that emphasise the musical similarities between recordings.  
Our approach in the OMRAS project had some success at identifying musical similarities using high-level 
representations [5]. It was based on the comparison of representations of both the audio query and a collection of 
symbolic data (polyphonic music scores). The approach relied on the conversion of audio data into a symbolic score-
like representation, a process known as automatic music transcription. This conversion is often inaccurate [6], making 
one-to-one comparison of transcription and database events an ineffective task for retrieval purposes. Therefore, the 
transcribed and stored data were converted to harmonic distributions and similarity was measured by computing the 
distance between two distributions over the same event space. OMRAS was the first reported system to successfully 
retrieve polyphonic scores from polyphonic audio queries [7]. Moreover, OMRAS awarded high similarity rankings to 
relevant near-matches ("similar" songs). 
However, automatic transcription and harmonic modelling algorithms are constrained by the type of instrumentation 
and music that can be analysed. This is largely due to the use rules of formal musical notation and not necessarily 
related to the sonic contents of recorded music. For musically relevant retrieval, the use of an unnecessarily high level 
of representation introduces errors in the symbolic data and reduces the scope of plausible musical queries. This is even 
more important for music where the performance is a better representation of the musical work than the score (e.g. pop 
music as opposed to classical music). Therefore, in order to successfully identify musical similarities we need an 
alternative representation to the non-musically relevant low-level features and the error prone and constrained high-
level musical notation. We propose mid-level representations to be this alternative. 



Mid-level representations 
Mid-level representations of music are measures obtained by the process of transforming the audio signal into a highly 
sub-sampled function that characterizes the attributes of musical constructs in the original signal. This is the key process 
in a wide class of musical signal processing algorithms (e.g. onset and pitch detection, tempo and chord estimation). 
These processes are designed taking into account musical knowledge and a deep understanding of human perception.  
Mid-level representations attain higher levels of semantic complexity than low-level features (e.g. successfully 
characterise the rhythmic structure of a piece), but without being bounded by the constraints imposed by the rules of 
music notation. This generality enables these functions to successfully represent a wide variety of music signals, 
including different styles and instrumentations, as was proven in our studies on onset detection [8].  
Early attempts to construct more relevant representations for retrieval included the use of spectral envelopes to identify 
timbral similarities [9, 10] and attempts to capture the rhythm of a song by using periodicity histograms [11] and 
temporal sequences [12]. However success was limited due to the simplicity of the selected feature sets, which can still 
be regarded as low-level. We consider that recent advances in semantic analysis of music, including our own, allow for 
the construction of a more musically meaningful feature set. 
We divide mid-level representations into two categories: event-based mid-level representations, concerned with 
characterising attributes of individual musical events such as note onsets and pitch detection; and segment-based mid-
level representations, concerned with characterising longer musical sections such as melody, harmony, chorus, etc. 
Furthermore we propose that the former may be seen as a grammar which can be used to generate the latter. This is 
demonstrated by our research in tempo estimation [13], where onset detection functions are successfully used to 
generate tempo contours for a wide variety of signals. 
Our group is actively researching event-based mid-level representations including onset detections functions such as 
high frequency content, spectral difference, complex spectral difference, phase deviation, wavelet regularity modulus 
and surprise-based probabilistic models [8, 14, 15]; tick estimates for beat tracking; and pitch contours in monophonic 
and polyphonic environments [5, 16-19]. We are also characterising musical structure through the use of segment-based 
mid-level representations including: tempo contours [13]; harmonic contours for tonality analysis; and texture-scores 
for long-term structural segmentation [20-22].    

Aims and objectives 
The aim of this research project is to develop a methodology for querying by musical similarity in music information 
retrieval systems using mid-level representations of music signals. The specific objectives of this project are: 
1. To develop and test event-based rhythmic and tonal mid-level representations from music signals.  
2. To build upon these representations to construct segment-based mid-level representations that characterise the 

structure of musical pieces. 
3. To present an appropriate set of distance measures to evaluate the pair-wise similarity between musical recordings 

using the proposed representations.  
4. To develop and evaluate a prototype of a MIR system that makes use of the proposed principles to perform query by 

example in a large music collection. 

Methodology 
MIR has the timely advantage of there being several existing projects to establish large test-beds of audio material for 
access and analysis by the research community. Locally, we will benefit from the test corpus created under the 
Semantic Interaction with Music Audio Contents (SIMAC [23]) project, and under the EPSRC SeMMA project 
(Hierarchical Segmentation & Semantic Markup of Musical Signals). Also, Downie [24] has established a testbed of 
over 3 terabytes of music that can be remotely accessed without copyright issues.  
We will construct a library of algorithms to compute mid-level representations from music signals. The algorithms will 
be based on existing attribute detection and estimation techniques. For rhythmic and tonal analysis, bottom-up signal 
processing techniques will be used to characterise the onsets and pitches of musical notes and chords. Recent advances 
that incorporate higher-level knowledge of music will be used to generate abstract representations of more complex 
musical constructs, such as tempo, melody and harmony. We will concentrate on commercial recordings, usually 
polyphonic and multi-timbral.  
We will develop our systems using open source C++ and Matlab libraries. At the end of our research stage we will 
make available online the resulting libraries for the generation of mid-level representations and for the computation of 
pair-wise distance measures between audio recordings using those representations. Thus we will both benefit from and 
contribute to the activities and findings of the MIR research community. 
We will benchmark and evaluate our system against other MIR systems already available or currently under 
development. We will target forums such as the MIREX contest. Also, we will contribute to relevant debates and 
discussions on benchmarking and evaluation of MIR systems. 



Work Programme 
event-based mid-level representations: 
We will gather and combine existing techniques in event-based rhythmic and tonal analysis of audio. These will be used 
to create segment-based representations in WP2, and will form the basis of a set of tools for the creation of mid-level 
similarity measures. 
Event-based rhythmic analysis: 
1. Onset detection functions: we will incorporate and adapt our existing algorithms for onset detection, including: 

magnitude spectral difference [8], phase deviation [15], complex-domain spectral difference [14] and our surprise-
signal-based approach[8]. Also, we will implement well known onset detection functions such as local energy, its 
derivative and the high frequency content [25], and include them into our framework. 

2. Subband analysis: we will use subband onset detection functions[26] to characterise the rhythm of separate 
frequency components (e.g. bass, melody) in recordings with multiple instruments. 

3. Tick estimation: we will use the onset detection functions to estimate the tick of a segment of a song, i.e. the 
shortest metric in rhythmic structure. The tick is used to predict the localisation of future onsets and to estimate the 
tempo of a segment[13]. We will also use it to scale the temporal axis of an onset detection function, such that 
normalised functions with similar rhythmic structure will be ranked as “similar” regardless of the speed and length 
of the performance.   

Event-based tonal analysis: 
1. Subband predominant pitch estimation: we will adapt our existing monophonic pitch estimators[19, 27] to detect 

the predominant pitch in the individual bands of a sub-band decomposition. Emphasis will be given at the 
generation of a pitch contour rather than to the estimation of discreet pitches for individual notes. This is consistent 
with the way that lead melodies are performed by wind and string instruments and the voice. 

2. Chromagram representation: we will adapt existing techniques for chord and tonality estimation using the 
chromagram representation[28]. Chromagrams show patterns of energy activity for notes in a musical octave, 
emphasising information that leads to the estimation of a chord’s characteristics. We will use pre-processing 
techniques such as de-noising and transient / steady-state separation, in order to avoid the misrepresentations 
introduced by transients and noise. 

3. Segmented and scaled tonal analysis: we will use onset detection and tick estimation functions to segment the 
signal into small sections, such that single predominant pitch estimates and chromagrams can be calculated for 
those segments. Also we will use the tick estimates to re-sample the sub-band pitch contours and the chromagrams 
to a normalised tick-dependent scale.           

Outcomes: libraries of rhythmic and tonal event-based mid-level representations, software for tick estimation in music 
signals, software for normalising mid-level representations to a defined tick sequence, 2 conference papers. 
segment-based mid-level representations: 
We will build a library of algorithms that construct rhythmic and tonal segment-based mid-level representations. The 
algorithms will take information from the representations generated during WP1 in order to generate contours that are 
more closely related to higher-level constructs in music (e.g. tempo, harmony). We will carefully research the relation 
between these representations and the long-term structure of a musical piece[22]. The specific tasks of this WP are:   

1. Tempo contour: we will use onset detection functions and tick estimates, as derived in WP1, to generate a tempo 
contour. We will adapt the ideas presented in [13], where the autocorrelation of the detection functions is processed 
through a comb-filterbank of possible tempo periodicities. We will compare this approach to methods that use 
inter-onset intervals (IOI) for tempo calculation[29].  

2. Meter contour: similarly we will make use of onset detection functions, tick estimates and the tempo contour to 
generate an evolving metric related to the meter of the piece. For this we will adapt current techniques, e.g., [30], to 
our requirements. 

3. Harmonic contour: The harmonic contour attempts to describe the tonal evolution of a piece of music. We will 
estimate the contour by creating observed chords from  simultaneous detected notes, and by fitting them to a 
dictionary of lexical chords  using Markov modeling[5]. 

4. Segmentation: we will identify abrupt changes and repeating patterns on these contours in order to segment the 
signal into long-term musical sections (e.g. chorus, verse). We will use our past experiences in segmentation[21, 
22] as well as findings from the ongoing Semma project (GR/S84750/01).  

Outcomes: libraries of segment-based mid-level representations, software for long-term segmentation of music signals, 
conference and journal papers. 
Distance measures for music similarity:  
A combination of multidimensional trees and string matching techniques will be used to search among the mid-level 
features that incorporate pattern matching in the similarity measure. To do this, we will extend the recent work on 
searching polyphonic symbolic representations of music[31-33], which allow for measures of pairwise similarity of 



midlevel representations. We will also implement hybrid trees[34], which combine different search methods for an 
optimal search on complicated data.  

1. The search methods will be formalised: pattern matching, string matching, and multidimensional search trees will 
be used for retrieval. 

2. The robustness of the string matching methods will be tested with respect to noise. 
3. We will optimise the search method retrieval time. Based on the results, as well as a theoretical analysis of the 

retrieval algorithms, we will provide estimates of computational complexity. 
4. We will modify the representations to ensure time and energy invariance. 
Outcomes: library for pair-wise song similarity using mid-level representations, a collection of robust and optimised 
music retrieval algorithms, conference and journal papers. 
Prototype MIR system:  
We will create a query by example application for music retrieval, and perform benchmarking and evaluation of the 
MIR system. The investigators have established criteria, based on Cleverdon’s factors for determining performance of 
indexing systems[35], whereby MIR systems can be judged for their effectiveness[36-38]. We will use these criteria in 
the development of an MIR system based on musical similarity. The search methods will be used to retrieve documents, 
and the mid-level representations will be evaluated and the most effective ones used in a retrieval system with an 
intuitive user interface. The testbed will be queried using search by example with the most effective representations. 
1. Establish a framework for benchmarking the success of testbed queries for various representations. 
2. Add support for querying the testbed with parameter settings and for retrieval using multiple and combined 

similarity measures. 
3. Test the retrieval system using specialised queries to retrieve multiple performances of the same composition.  
4. Develop a suitable user interface which allows for query by audio example. 
Outcomes: Software for music retrieval, benchmarking and evaluation studies, conference paper and demo. 
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