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The stabilized auditory image (SAI) (Patterson, 1992) is a movie-like representation of an audio signal in 
which an incoming sound is processed into a two-dimensional image that changes over time. 

The SAI has dimensions of frequency on the vertical axis, and time-interval on the horizontal axis. 
SAIs are generated from the output of an auditory filterbank by strobed temporal integration. This is an 
autocorrelation-like process in which each filterbank channel is cross-correlated with a sparsified version of 
itself which is zero everywhere except for certain 'strobe' points. This process converts the time dimension of 
the auditory filterbank output into a time-interval dimension in the auditory image. 

In the SAI, sounds which are perceived as stable by human listeners lead to stable images. Further 
processing can be applied to the SAI to generate features for audio analysis tasks.

AIM-C is an open-source implementation of the auditory image model in C++. It contains modules 
for the PZFC filterbank (Lyon 2010) and the gammatone filterbank, for strobe detection and SAI generation, as 
well as various modules for creating features from the SAIs. It can be used to visualize audio input in real time.
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Lyon et al. (2010) used SAIs as the basis 
of a feature representation for a sound 
search task. SAIs were generated for a 
databse of sound effects. The images were 
then cut into overlapping rectangular regions 
of different scales, and downsampled to 
produce a set of high-dimesnional dense 
features for each box. The marginals of each 
box  were then vector quantized to yield one 
codeword per box.

To summarize whole sounds, the codewords 
for each box were histogrammed over the 
entire length of the audio input, leading to a 
single high-dimensional sparse vector which 
summarizes the audio file.

The music information retrieval evaluation exchange (MIREX) provides a platform for 
comparing music information retrieval systems. Steven Ness used AIM-C and MARSYAS to create 
entries for various MIREX 2010 tasks including classical composer identification and music mood analysis 
(http://www.music-ir.org/mirex/). Ness' system used the box-cutting and vector quantization techniques from 
Lyon (2010) to generate sparse features from the SAI, which were used to train a support vector machine based 
classifier. Results were in the middle of the range of entries, with the SAI-based features outperforming well-
tuned MFCC-based features in some tasks.
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Algorithm Classification Accuracy
SAI/VQ 0.4987
Marsyas MFCC 0.4430
Best 0.6526
Average 0.455

Table 1: Classical Composer Train/Test Classification task

Algorithm Classification Accuracy
SAI/VQ 0.4861
Marsyas MFCC 0.5750
Best 0.6417
Average 0.49

Table 2: Music Mood Train/Test Classification task

real world. Below I present the results for the best entry, the average of all
entries, our entry, and the other entry for the Marsyas system. It is instruc-
tive to compare our result to that of the standard Marsyas system because
in large part we would like to compare the SAI audio feature to the standard
MFCC features, and since both of these systems use the SVM classifier, we
partially negate the influence of the machine learning part of the problem.

For the Classical Composer task the results are shown in table 1 and for
the Mood classification task, results are shown in table 2

From these results we can see that in the Classical Composer task we
outperformed the traditional Marsyas system which has been tuned over the
course of a number of years to perform well. This gives us the indication
that the use of these SAI features has promise. However, we underperform
the best algorithm, which means that there is work to be done in terms of
testing di!erent machine learning algorithms that would be better suited to
this type of data. However, in a more detailed analysis of the results, which
is shown in 4, it is evident that each of the algorithms has a wide range
of performance on di!erent classes. This graph shows that the most well
predicted in our SAI/VQ classifier overlap significantly with those from the
highest scoring classification engines.

In the Mood task, we underperform both Marsyas and the leading al-
gorithm. This is interesting and might speak to the fact that we did not
tune the parameters of this algorithm for the task of music classification, but
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The size-shape image (SSI) is a transformed version of the aditory image where each channel is scaled by an amount proportional 
to its centre frequency, such that the cycles of the filter impulse response line up.

Spectral profiles of slices of the SSI should theoretically be more robust to interfering noise than spectral profiles of the auditory 
filterbank output, since the strobed temporal integration process will tend to average out noise relative to voiced sounds.

Using a set of features based on fitting Gaussian mixtures to the spectral profiles from the SSI (Monaghan et al., 2010), I explored the 
effect on an automatic speech recognition system of adding pink noise to a database of syllables. Features from the SSI performed 
worse in quiet than those from the neural activity pattern (NAP), but performance degraded more slowly as noise level increased.

The sparse audio features and text tags associated with the sounds (eg 'gulp', 'cat', 'lion') were used to train a 
machine learning system to rank un-tagged audio according to some query term.


